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1. Executive Summary 

This document provides a technological and conceptual overview status for the invocation of 
INSPIRE Invoke Spatial Data (SDS) Services under several points of view: from the base web service 
technologies and standards, to the higher level and more domain specific aspects of tools for 
implementation and Service Level Agreements for operation. 
 
This document is structured in the following way: 
 

• Chapter 2 is the introduction. 
 
• Chapter 3 explains the purpose and scope of the document 
 
• Chapter 4 provides a list of EU references and documents applicable to this report. 
 
• Chapter 5 provides an overview of web-service technologies and available standards in order 

to introduce the different concepts and help understand what they offer and how they work 
together. In this section we look at OGC standards, workflow management and security 
aspects. 

 
• Chapter 6 provides a description of the major commercial and open-source tools available 

for rapid development and deployment of an interoperable SDI, compliant with the OGC 
standards which are currently the “de facto” standard in distributed geospatial 
architectures. 

 
• Chapter 7 takes a look at the Service Level Agreement aspects in a distributed environment, 

applicable to SDI and cloud/grid computing in general. 
 
• Chapter 8 provides a conclusion/discussion of the above chapters 
 
• Chapter 9 lists all the references and web links used in this report 
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2. Introduction 

The INSPIRE initiative intends to trigger the creation of a European spatial information 
infrastructure, delivering to the users integrated spatial information services. These services 
should allow the users to identify and access spatial or geographical information from a wide 
range of sources, from the local level to the global one, in an interoperable way, for a variety of 
uses. The target users of INSPIRE include policy-makers, planners and managers at European, 
national and local level and the citizens and their organisations. 
 
Spatial data services are an integral part of the European Spatial Data Infrastructure; consequently 
the INSPIRE Directive requires the adoption of Implementing rules laying down technical 
arrangements for the interoperability and, where practicable, harmonisation of spatial data 
services. 
 
In addition the INSPIRE Directive requires Implementing Rules to be adopted for services, allowing 
spatial data services to be invoked. 
 
So the current study addresses the need to document: 
 

 Existing Standards and Methods to define Web Service Invocations 
o Which standards and formal description methods do exist  
o Where (in which field) do they get applied 
o How far can they be considered consolidated and accepted 
o Which of these Standards possibly support services or applications in the spatial 

domain Or: would an extension to the spatial domain (easily) be possible 
o which are the specific communication pattern 
o synchronous or asynchronous; push or pull 
o which ways do exist to realize and control the flow of (spatial) data with the specific 

consideration of larger (spatial) data amounts 
o The consideration should include  SOAP/WSDL, BPEL, WSC(I), OGC WPS 

 Existing tools/engines etc. exist to use these standards (COTS, OTS, Research) 
o Where (in which filed) do they get applied 
o How far can they be considered consolidated and accepted (with a special 

consideration of eGovernment applications) 
o Which of these tools possibly support services or applications in the spatial domain 

 Service Level Agreements (SLA) in a distributed environment including QoS aspects: 
o SLA for the invoked services 
o SLA for the invocation services 
o Possible requirements on the network/infrastructure 
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3. Purpose and Scope 

The goal of this document is to address the need to survey and perform a critical analysis of 
existing standards and tools/engines defining and supporting the invocation of Spatial Data 
Services. 
 
The study documents a set of aspects, for each considered technology, such as the common field 
of usage, the expected maturity level along with versions differences as well as potential contact 
points with the Spatial Domain in terms of supported requirements and/or already existing 
implementations.  
 
Moreover an overview of the Service Level Agreement (SLA) in a distributed environment is 
provided focusing again on Spatial Data Services in the INSPIRE domain including both the invoker 
and the invocated perspective. 
 
This report should help identify the technologies that are relevant and recommended to establish 
a roadmap for the development of the INSPIRE Invoke SDS Services, a roadmap which should feed 
the publication of a common set of implementing rules for the INSPIRE Invoke SDS Services. 
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4. References and applicable documentations 

The following normative documents contain provisions that, through reference in this text, 
constitute provisions of this document. For dated references, subsequent amendments to, or 
revisions of, any of these publications do not apply. For undated references, the latest edition of 
the normative document referred to applies. 
 

REF AUTHOR(S) TITLE DATE 

DIR 2007/2/EC European Parliament 

Directive (2007/2/EC) of the European 
Parliament and of the Council establishing an 
Infrastructure for Spatial Information in the 
European Community 

2007 

(EC) No 1205/2008 European Commission 

Commission Regulation (EC) No 1205/2008 of 3 
December 2008 implementing Directive 
2007/2/EC of the European Parliament and of 
the Council as regards metadata (Text with EEA 
relevance) 

2008 

(EC) No 976/2009 European Commission 

Commission Regulation (EC) No 976/2009 of 19 
October 2009 implementing Directive 
2007/2/EC of the European Parliament and of 
the Council as regards the Network Services 

2009 

(EU) No 268/2010 European Commission 

Commission Regulation (EU) No 268/2010 of 29 
March 2010 implementing Directive 2007/2/EC 
of the European Parliament and of the Council 
as regards the access to spatial data sets and 
services of the Member States by Community 
institutions and bodies under harmonised 
conditions 

2010 

(EU) No 102/2011 European Commission 

Commission Regulation (EU) No 102/2011 of 4 
February 2011 amending Regulation (EU) No 
1089/2010 implementing Directive 2007/2/EC 
of the European Parliament and of the Council 
as regards interoperability of spatial data sets 
and services 

2011 

Position paper 
Network Services 
Drafting Team 

Position Paper on the Implementing Rules for 
INSPIRE Invoke SDS Services 

2010 

    

    

 
These documents could contain list of normative references that are also applicable to this study. 
NOTE: for a complete set of references see the Bibliography and Webography sections. 
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5. Existing Standards 
5.1. Web-services: Overview and concepts 

5.1.1. Web-service definition 

The W3C defines a "web service" as "a software system designed to support interoperable 
machine-to-machine interaction over a network. It has an interface described in a machine-
processable format (specifically Web Services Description Language WSDL). Other systems interact 
with the web service in a manner prescribed by its description using SOAP messages, typically 
conveyed using HTTP with an XML serialization in conjunction with other Web-related standards." 
 
The advantage of web services over previous component based middle-ware technologies (e.g. 
CORBA and DCOM) is that the protocols are web-oriented and lightweight. Web services are 
principally defined using two key standards: web service interfaces are specified in the Web 
Service Description Language (WSDL), and communication between web services is defined by the 
Simple Object Access Protocol (SOAP). In addition, there are many complementary standards 
which extend web services into different domains. 
 
For example, the Open Grid Services Architecture (OGSADAI) extends web services with facilities 
specific to the Grid, such as life-cycle management and Quality-of-Service guarantees. Similarly, 
the Business Process Execution Language for Web Services (BPEL4WS) extends web services with 
facilities to support business transactions. (source: Protocols for Web Service Invocation 
(Christopher D. Walton - Centre for Intelligent Systems and their Applications (CISA), School of 
Informatics, University of Edinburgh, UK) 
 
The Open Geospatial Consortium, Inc.® (OGC) offers web-services extensions in the field of 
geospatial and location based services. 

5.1.2. Two main classes of web-services 

(Source: wikipedia.org)  
 

The W3C identifies two major classes of Web services: REST-compliant Web services, in which the 
primary purpose of the service is to manipulate XML representations of Web resources using a 
uniform set of "stateless" operations; and arbitrary Web services, in which the service may expose 
an arbitrary set of operations. 
 
"Big web services" use Extensible Markup Language (XML) messages that follow the SOAP 
standard and have been popular with traditional enterprise. In such systems, there is often a 
machine-readable description of the operations offered by the service written in the Web Services 
Description Language (WSDL). The latter is not a requirement of a SOAP endpoint, but it is a 
prerequisite for automated client-side code generation in many Java and .NET SOAP frameworks 
(frameworks such as Spring, Apache Axis2 and Apache CXF being notable exceptions). Some 
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industry organizations, such as the OASIS WS-I, mandate both SOAP and WSDL in their definition 
of a web service. 
 
Web API (REST) is a development in web services (in a movement called Web 2.0) where emphasis 
has been moving away from SOAP based services towards Representational State Transfer (REST) 
based communications. REST services do not require XML, SOAP, or WSDL service-API definitions. 
 
Web APIs allow the combination of multiple web services into new applications known as 
mashups. 
 
When used in the context of web development, Web API is typically a defined set of Hypertext 
Transfer Protocol (HTTP) request messages along with a definition of the structure of response 
messages, usually expressed in an Extensible Markup Language (XML) or JavaScript Object 
Notation (JSON) format. 
 
When running composite web services, each sub service can be considered autonomous. The user 
has no control over these services. Also the web services themselves are not reliable; the service 
provider may remove, change or update their services without giving notice to users. The 
reliability and fault tolerance is not well supported; faults may happen during the execution. 
Exception handling in the context of web services is still an open research issue. Still it can be 
handled by responding with an error object to the client. 

5.1.3. Styles of use 

Web services are a set of tools that can be used in a number of ways. The three most common 
styles of use are RPC, SOA and REST. 
 
Remote procedure calls (RPC) 
 
RPC web services present a distributed function (or method) call interface that is familiar to many 
developers. Typically, the basic unit of RPC web services is the WSDL operation. The first web 
services tools were focused on RPC, and as a result this style is widely deployed and supported. 
However, it is sometimes criticized for not being loosely coupled, because it was often 
implemented by mapping services directly to language-specific functions or method calls. Many 
vendors felt this approach to be a dead end, and pushed for RPC to be disallowed in the OASIS WS-
I Basic Profile. 
 
Other approaches with nearly the same functionality as RPC are Object Management Group's 
(OMG) Common Object Request Broker Architecture (CORBA), Microsoft's Distributed Component 
Object Model (DCOM) or Sun Microsystems's Java/Remote Method Invocation (RMI). 
 
Service-oriented architecture (SOA) 
 
Web services can also be used to implement an architecture according to service-oriented 
architecture (SOA) concepts, where the basic unit of communication is a message, rather than an 
operation. This is often referred to as "message-oriented" services. 
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SOA web services are supported by most major software vendors and industry analysts. Unlike 
RPC web services, loose coupling is more likely, because the focus is on the "contract" that WSDL 
provides, rather than the underlying implementation details. 
 
Middleware analysts use enterprise service buses which combine message-oriented processing 
and web services to create an event-driven SOA. One example of an open-source ESB is Mule, 
another one is Open ESB. 
 
Representational state transfer (REST) 
 
REST attempts to describe architectures which use HTTP or similar protocols by constraining the 
interface to a set of well-known, standard operations (like GET, POST, PUT, DELETE for HTTP). 
Here, the focus is on interacting with stateful resources, rather than messages or operations. An 
architecture based on REST (one that is 'RESTful') can use WSDL to describe SOAP messaging over 
HTTP, can be implemented as an abstraction purely on top of SOAP (e.g., WS-Transfer), or can be 
created without using SOAP at all. 
 
WSDL version 2.0 offers support for binding to all the HTTP request methods (not only GET and 
POST as in version 1.1) so it enables a better implementation of RESTful Web services. However, 
support for this specification is still poor in software development kits, which often offer tools only 
for WSDL 1.1. 

5.1.4. Web-service standards and architecture 

When looking into web-service standards and their acronyms, it is important to understand what 
each standard is providing and how it fits in the large and expanding web-service framework. The 
following image gives a graphical representation of how all the categories of standards and 
specifications fit within the context of a web services framework. Below is a breakdown of the 
individual specifications and how they relate to the following framework. 
 

 
 

Figure 1: Web service framework composition (source: IBM) 

(Source: http://www.ibm.com/developerworks/webservices/standards/)  

http://www.ibm.com/developerworks/webservices/standards/
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Transports 
BEEP, the Blocks Extensible Exchange Protocol (formerly referred to as BXXP), is a framework for 
building application protocols. It has been standardized by IETF and does for Internet protocols 
what XML has done for data. 

 Blocks Extensible Exchange Protocol (BEEP)  
 

Messaging 
These messaging standards and specifications are intended to give a framework for exchanging 
information in a decentralized, distributed environment. 

 MQTT V3.1 (Protocol Specification)  
 SOAP 1.1 (Note)  
 SOAP 1.2 (Specification)  
 Web Services Addressing  
 Web Services Notification (WS-BrokeredNotification, WS-BaseNotification, WS-Topics  
 Web Services Attachments Profile 1.0  
 MTOM Serialization Policy Assertion (WS-MTOMPolicy) Version 1.0  

 
Description and discovery 
Web services are meaningful only if potential users may find information sufficient to permit their 
execution. The focus of these specifications and standards is the definition of a set of services 
supporting the description and discovery of businesses, organizations, and other web services 
providers; the web services they make available; and the technical interfaces which may be used 
to access those services. 

 UDDI 3.0  
 WSDL 1.1 (Note)  
 WSDL 1.2 (Working draft)  
 WSDL 2.0 (Working Group)  
 Web Services Semantics -- WSDL-S  
 Web Services Metadata Exchange  
 Web Services Policy Assertions Language  
 Web Services Policy Attachment  
 Web Services Policy Framework  
 Web Services Resource Framework  

 
Reliability 
 
It is not possible to solve business issues if the participants are unable to be sure of the completion 
of message exchanges. Reliable messaging, which allows messages to be delivered reliably 
between distributed applications in the presence of software component, system, or network 
failures, is therefore critical to web services. 

 Web Services Reliable Messaging  
 WS-RM Policy Assertion  

 
 
 
 

http://www.ibm.com/developerworks/webservices/library/x-beep/
http://www.ibm.com/developerworks/library/ws-mqtt/index.html
http://www.w3.org/TR/2000/NOTE-SOAP-20000508/
http://www.w3.org/TR/2003/REC-soap12-part0-20030624/
http://www.ibm.com/developerworks/webservices/library/specification/ws-add/
http://www.ibm.com/developerworks/webservices/library/specification/ws-notification/
http://www.ws-i.org/Profiles/AttachmentsProfile-1.0-2004-08-24.html
http://www.ibm.com/developerworks/webservices/library/specification/ws-mtom/
http://uddi.org/pubs/uddi_v3.htm
http://www.w3.org/TR/wsdl
http://www.w3.org/TR/2003/WD-wsdl12-20030611/
http://www.w3.org/2002/ws/desc/
http://www.ibm.com/developerworks/webservices/library/specification/ws-wsdl-s/
http://www.ibm.com/developerworks/webservices/library/specification/ws-mex/
http://www.ibm.com/developerworks/webservices/library/ws-polas/
http://www.ibm.com/developerworks/webservices/library/specification/ws-polatt/
http://www.ibm.com/developerworks/webservices/library/specification/ws-polfram/
http://www.ibm.com/developerworks/webservices/library/ws-resource/
http://www.ibm.com/developerworks/webservices/library/specification/ws-rm/
http://www.ibm.com/developerworks/webservices/library/ws-rmreload/
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Transactions 
 
Transactions are a fundamental concept in building reliable distributed applications. A web service 
environment requires coordination behaviour provided by a traditional transaction mechanism to 
control the operations and outcome of an application. 

 Web Services Atomic Transaction  
 Web Services Business Activity  
 Web Services Coordination  

 
Security 
 
Using these security specifications, applications can engage in secure communication designed to 
work with the general web services framework. 

 Web Services Federation Language  
 WS-Federation: Active Requester Profile  
 WS-Federation: Passive Requester Profile  
 Web Services Provisioning  
 Web Services Secure Conversation Language  
 Web Services Security 1.0  
 Web Services Security Addendum  
 WS-Security Kerberos Binding  
 Web Services Security Policy  
 Web Services Trust  
 Security Assertion Markup Language (SAML)  

 
Business processes 
 
A business process specifies the potential execution order of operations from a collection of web 
services, the data shared between these web services, which partners are involved and how they 
are involved in the business process, joint exception handling for collections of web services, and 
other issues involving how multiple services and organizations participate. BPEL specifies business 
processes and how they relate to web services. 

 WS-BPEL Extension for People  
 Business Process Execution Language for Web Services V1.1  

 
Management 
 
Web services manageability is defined as a set of capabilities for discovering the existence, 
availability, health, performance, usage, as well as the control and configuration of a web service 
within the web services architecture. As web services become pervasive and critical to business 
operations, the task of managing and implementing them is imperative to the success of business 
operations. 

 Web Services Distributed Management  
 Web Services Manageability  
 Web Services Manageability -- Concepts  
 Web Services Manageability -- Representation  

http://www.ibm.com/developerworks/webservices/library/specification/ws-tx/
http://www.ibm.com/developerworks/webservices/library/specification/ws-tx/
http://www.ibm.com/developerworks/webservices/library/specification/ws-tx/
http://www.ibm.com/developerworks/webservices/library/ws-fed/
http://www.ibm.com/developerworks/webservices/library/ws-fedact/
http://www.ibm.com/developerworks/webservices/library/ws-fedpass/
http://www.ibm.com/developerworks/webservices/library/ws-provis/
http://www.ibm.com/developerworks/webservices/library/specification/ws-secon/
http://www.oasis-open.org/specs/#wssv1.0
http://www.ibm.com/developerworks/webservices/library/ws-secureadd.html
http://www.ibm.com/developerworks/webservices/library/ws-seckerb/
http://www.ibm.com/developerworks/webservices/library/ws-secpol/
http://www.ibm.com/developerworks/webservices/library/specification/ws-trust/
http://xml.coverpages.org/saml.html
http://www.ibm.com/developerworks/webservices/library/specification/ws-bpel4people/
http://www.ibm.com/developerworks/webservices/library/specification/ws-bpel/
http://www.oasis-open.org/committees/tc_home.php?wg_abbrev=wsdm
http://www.ibm.com/developerworks/webservices/library/ws-manage/
http://www.ibm.com/developerworks/webservices/library/ws-mancon/
http://www.ibm.com/developerworks/webservices/library/ws-manrep/
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 WS-ResourceTransfer  
 Web Services Service Registry and Repository  

 
Other 
 
As the area of web services continues to evolve, there are a variety of categories for which new 
standards and specifications are being created. Some don't logically fit under the typical 
categories, so we list them here. 

 ESB Interoperability Standards 
 
Later in this report, when we look into the various technologies with their advantages and 
disadvantages we should keep in mind that each technology does not stand alone but rather 
builds upon or relies on underlying technologies/standards or other extensions to achieve a chain 
of service, it is not possible to consider SOAP/WSDL, REST, BPEL, OGC extensions and other 
standards as single independent technologies, they perform different tasks like Transport (SOAP or 
REST), Description and discovery (UDDI, WSDL) or Business process (BPEL) and are therefore not 
strictly comparable, on the other hand, the combinations of these technologies and the resulting 
services can be compared and this is what we will do in this report. 

5.1.5. Synchronous vs Asynchronous modes 

(source: Web Services in Action - Himalay Majumdar) 
 
There are two principal architectures for Web service interfaces: synchronous Web services and 
asynchronous Web services. These two architectures are distinguished by their request-response 
handling. With synchronous services, clients invoke a request on a service and then suspend their 
processing while they wait for a response. With asynchronous services, clients initiate a request to 
a service and then resume their processing without waiting for a response. The service handles the 
client request and returns a response at some later point, at which time the client retrieves the 
response and proceeds with its processing. 
 
A Web service may combine synchronous and asynchronous architectures. Often, this 
architectural decision is made based on the types of work the service performs and the available 
technologies. 

Synchronous services are characterized by the client invoking a service and then waiting for a 
response to the request. Because the client suspends its own processing after making its service 
request, synchronous services are best when the service can process the request in a small 
amount of time. Synchronous services are also best when applications require a more immediate 
response to a request. Web services that rely on synchronous communication are usually RPC-
oriented. Generally, consider using an RPC-oriented approach for synchronous Web services. 

A credit card service, such as one that might be used in an e-commerce application, is a good 
example of a synchronous service. Typically, a client -- the e-commerce application at check-out 
time -- invokes the credit card service with the credit card details and then waits for the approval 
or denial of the credit card transaction. The client cannot continue its processing until the 

http://www.ibm.com/developerworks/library/specification/ws-wsrt/
http://www.ibm.com/developerworks/webservices/library/specification/ws-servregrep/
http://www.ibm.com/developerworks/library/specification/ws-esb-interop/index.html
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transaction completes, and obtaining credit approval is a prerequisite to completing the 
transaction. A stock quote Web service is another example of a synchronous service. A client 
invokes the quote service with a particular stock symbol and waits for the stock price response. 
 
With asynchronous services, the client invokes the service but does not -- or cannot -- wait for the 
response. Often, with these services, the client does not want to wait for the response because it 
may take a significant amount of time for the service to process the request. The client can 
continue with some other processing rather than wait for the response. Later, when it does 
receive the response, it resumes whatever processing initiated the service request. 
 
Generally, a document-oriented approach is used for asynchronous class of services. Services 
which process documents tend to use an asynchronous architecture. A document-oriented Web 
service receives a document as a service request. The document content determines the 
processing workflow for the Web service. There can be a number of processing steps required to 
fulfil the request. 

A travel agency service is a good example of a document-oriented Web service that might benefit 
by using asynchronous communication. The client sends a document (such as an XML document) 
to the travel service requesting arrangements for a particular trip. Based on the document's 
content, the service performs such steps as verifying the user's account, checking 
accommodations and transportation availability, building an itinerary, purchasing tickets, and so 
forth. Since the travel service must perform a series of often time-consuming steps in its normal 
workflow, the client cannot afford to pause and wait for these steps to complete. 

In the geospastial domain, a client application working with web services would probably choose 
to invoke them asynchronously meaning that each individual service would be invoked on a 
separate thread. Taking a Geoportal as an example, talking to 10 WMS services means sending 10 
parallel requests and processing responses in an asynchronous way. Another advantage of the 
asynchronous mode for the client application is that the client should sometimes “forget” about 
the request and ignore the response. For example, if these 10 WMS requests have been sent, but 
the user changed zoom, another set of 10 requests should be sent and the client application does 
not wait anymore for previous responses. 

5.1.6. Pull and Push based web-service 

The push-based vs pull-based discussion is closely related to the Synchronous/Asynchronous 
communication modes described above. Often, in a Push-based system web-services 
communicate in an Asynchronous mode, the requesting system sends his request, the answer 
cannot be provided in a Synchronous way, the answer is therefore pushed back to the requesting 
system later or the requesting system may poll regularly to know if his answer is ready. 
 

(source: Managing Asynchronous Web Services Interactions M. Brambilla, S. Ceri, M. Passamani, A. 
Riccio. Dipartimento di Elettronica e Informazione, Politecnico di Milano, 20133 Milano, Italy) 
 

The 2 main patterns for Push-based exchanges are: Polling and Callback. 
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Polling: Polling is the simplest pattern to be implemented: by enacting this pattern, client acts only 
as consumer of the services the server will produce for him. Thus, we can say that it exploits a true 
client/server architecture. This pattern encompasses two WSDL operations: (i) a request-response 
to send the request; (ii) another request-response to ask for the answer. The client submits the 
request and receives immediately a synchronous acknowledgement, together with a request 
context identifier (CID). Later, the client invokes the service to obtain the answer; it will therefore 
send a message including the CID received before, in order to allow correlation at server side. If in 
the meanwhile the server prepared the answer, the response is ready and the server provides it, 
otherwise the server returns a message stating the response is not ready yet, and asking the client 
to retry later. 
 

The main advantage of this pattern is that it’s not necessary to make any service available at 
client’s premises, since it totally relies on invoking the server’s services. On the other hand, this 
pattern is not very efficient, because: (i) the client should query the server many times to get the 
needed information; (ii) the client gets its answer not when it becomes actually available, but later 
in the future, when the client itself will actively ask for it. 
 

Callback pattern: In the Callback pattern, the service provider publishes a one-way service, whose 
purpose is to accept the incoming client calls. Each request must include an identifier, the required 
input parameters and the Reply-to address. The Reply-to address is the address of the service 
which has to be invoked to provide the client with the response. 
 

When the response for the client is ready, the service provider sends a message at the Reply-to 
address, bearing the response data. The Notification service at server side is therefore 
“advertised”, because the client must publish a service that fulfils the format of expected response 
from the service provider. The description of the structure of the message the client will receive 
lies in the WSDL description of the service, at service provider’s premises, but the invoked service 
resides actually at client side and it is the service provider that calls the one-way operation 
published by the client. 
 

A typical example is a delivery service which uses Web Services to receive shipment orders from 
several commercial partners. The client calls the transportation service and specifies the return 
address for its request. The one-way service published by the client must be compatible with the 
specification of the Notification operation published by the shipment company. Callback can 
implement also complex interaction between more than two partners, in which a peer delegates 
the response of a request to another one. In this case, suppose partner A sends a request to 
partner B, which in turn sends a request to partner C, specifying as reply-to address the URL of 
partner A, together with a valid CID for partner A. The response of the service C will be sent 
directly to partner A of the conversation, without involving peer B again. 
 

Some proposals for supporting callback have been presented by various organizations: (i) WS-
Callback, which defines a SOAP Callback header and a WSDL definition for it. A Callback header 
becomes necessary when the Web Service is asynchronous and the reply-to address is unknown at 
deployment time; (ii) WS-Addressing provides transport-neutral mechanisms to identify Web 
service endpoints and to secure end-to-end endpoint identification in messages, also in case of 
intermediate nodes processing. 
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5.1.7. Business processes and workflows in Web-services 

(source: IBM http://www.ibm.com/developerworks/webservices/library/ws-work.html)  
 
Workflow directions in software have come from two different originating viewpoints: people-
based business processes and rules-based automation processes; the two are becoming more 
complementary all the time. 
 
The roots of people-based workflow software is in workgroup tools and groupware. In workgroup 
tools applications (office suites like Lotus SmartSuite, Microsoft Office, and Star Office for 
examples, plus more specialized tools like Autodesk and Autocad), team collaboration and implicit 
workflow have always been strong features. Groupware is software that purposely makes it easier 
for people on teams or in groups to collaborate and helps their work flow more smoothly and 
efficiently. For people-based workflow software that has evolved from workgroup tools and 
groupware and now explicitly captures and manages workflows, the future is in enhancements to 
Web services capabilities, along with JSP and portlet support, moving them towards more and 
more integration within the Java environment. 
 
The roots of workflow automation applications as expressed in Web application orchestration can 
be found in rules engine applications and the static, step-by-step, rules-based automation of 
production and manufacturing processes. This kind of workflow is now heading towards 
supporting people-based workflows as well. 
 
Merging the two viewpoints means that the ability of workflow software to flexibly handle varied 
and unexpected circumstances becomes very important. Orchestration and choreography of Web 
services workflows are essential parts of ongoing standards definition work at this time. 
 
We still see the two viewpoints here. Orchestration imposes order and timing individually on a set 
of Web services and their outputs in order to produce a desired process result, just as a musical 
director imposes order and timing individually on a set of musicians and their outputs to produce a 
desired musical result. Variations and errors in the musicians' outputs are frowned upon by the 
director but do not change the order or timing of the process. Orchestration of Web services 
reflects workflow's automation roots. 
 
In contrast, choreography, by defining behaviours for handling varied and unpredictable 
interactions among a set of Web services, is more complex than orchestration in the same 
metaphorical sense. While a troop of dancers and an orchestra of musicians both perform their 
"tasks" in a coordinated manner, dancers in a choreographed performance move around in their 
workspace and physically interact with each other. Variations or errors in a dancer's movement 
can cause changes in the movement of other dancers, which in turn changes the dance 
performance itself. Choreography of Web services reflects workflow's people-based roots. 
 
Workflows can be made available as Web services. For example, a workflow Web service could be 
invoked by an outside vendor submitting a request for a price quote. Upon creation of a request, a 
workflow application could route that submission to the appropriate person(s) after automatically 
creating and adding links to prior contracts with the submitter that are stored in a document 

http://www.ibm.com/developerworks/webservices/library/ws-work.html
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management system, and developing some recommended quotes based on those prior contracts 
and current market conditions. When the submission is received by the person that is to fulfil the 
request, everything needed to make an informed decision about what price to quote the vendor is 
available. A workflow can also control the flow of a set of Web services that make up an 
application. 
 
In a collaborative application built of Web services, where the business process is really a set of 
tasks whose participants are Web services, workflow control is paramount and interaction of 
disparate workflows is inevitable. Before your workflow can call my workflow and be understood 
by it (interoperate), however, we need a standard that describes public process, composition, 
private workflow, and other common workflow artifacts. That workflow interoperability standard 
has yet to be decided on, even though there are several proposed workflow standards around. A 
lot has been written about these various proposals and documents elsewhere. Table 1 shows the 
various workflow specifications and definitions that have come about in recent years. There is also 
a list of references to these standards at the end of the article.  
 

Table 1: Workflow specifications 

Wf-XML Wf-XML and Workflow Reference Model from the Workflow Management Coalition (WfMC): 
Wf-XML is an XML-based encoding of workflow interoperability messages. The Workflow 
Reference Model is a description of the underlying workflow system architecture. Wf-XML has 
no binding to SOAP and WSDL at this time. 

WSFL IBM Web Services Flow Language: Specifies two types of Web services composition 1) an 
executable business process known as a flowModel, and 2) a business collaboration known as a 
globalModel. Compatible with SOAP, UDDI, and WSDL.  

XLANG Microsoft's XLANG: Business modeling language for BizTalk, which is a component of .NET that 
enables EAI. BizTalk Orchestration is the workflow engine and BizTalk Orchestration Designer is 
the visual business process modeling tool based on XLANG. 

BPEL4WS Business Process Execution Language for Web Services is the cooperative merging of WSFL and 
XLANG for Web services orchestration, workflow, and composition. It has not yet been 
submitted to an IT standards organization.  

ebXML 
BPSS 

The eBusiness Transition Working Group carries forward the definition of workflow 
conversation and orchestration in the Business Process Specification Schema (BPSS) layer of 
ebXML, which defines many protocols and layers for XML-based e-business. 

WSCI Sun/BEA/Intalio/SAP consortium's Web Services Choreography Interface "is an XML-based 
interface description language that describes the flow of messages exchanged by a Web Service 
participating in choreographed interactions with other services." 

WSCL W3C's Web Services Conversation Language: A submission by Hewlett-Packard to the W3C, it 
allows defining the abstract interfaces of Web services (that is, the business level conversations 
or public processes supported by a Web service), the XML documents being exchanged, and the 
sequencing of those documents. 

PIPs RosettaNet's Partner Interface Process: defines business processes between trading partners via 
specialized system-to-system XML-based dialogs. Many PIPs have been defined for various 
partner scenarios. 

JDF CIP4's Job Definition Format is an upcoming workflow industry standard for the Graphics Arts 
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industry designed to simplify information exchange among different applications and systems. 

5.2. Study of available technologies 
In this report we have chosen to focus our study on the following standards and technologies as 
they are the most mature and widely used solutions currently available: 

- SOAP/WSDL based web-services 
- RESTful web-services 
- OGC web-service standards (OWS) which include WMS, WFS, WCS, WPS 
- BPEL and Wf-XML workflow management 
- OpenID Security for Geospatial web-services 

For each of these technologies we will review them along the following lines: 

- General Pros and Cons 
- Maturity, field of application, acceptance, interoperability 
- Possibility for Asynchronous and Synchronous communications 
- Suitability for geospatial web-services 
- Version differences 
- Planned future developments/extensions/enhancements 

A summary table allowing a quick overview of these standards and technologies will be provided. 

5.2.1. SOAP based web-services 

5.2.1.1. Description, Maturity, field of application, acceptance, interoperability 

(source: Web Services, Part 1: SOAP vs. REST By Brennan Spies - Posted on May 2nd, 2008. 
http://www.ajaxonomy.com/2008/xml/web-services-part-1-soap-vs-rest)  

Developed at Microsoft in 1998, the originally-named "Simple Object Access Protocol" was 
designed to be a platform and language-neutral alternative to previous middleware technologies 
like CORBA and DCOM. Its first public appearance was an Internet public draft (submitted to the 
IETF) in 1999; shortly after, in December of 1999, SOAP 1.0 was released. In May of 2000 the 1.1 
version was submitted to the W3C where it formed the heart of the emerging Web Services 
technologies. The current version is 1.2, finalized in 2005. 

Together with WSDL and XML Schema, SOAP has become the standard for exchanging XML-based 
messages. SOAP was also designed from the ground up to be extensible, so that other standards 
could be integrated into it--and there have been many, often collectively referred to as WS-*: WS-
Addressing, WS-Policy, WS-Security, WS-Federation, WS-ReliableMessaging, WS-Coordination, 
WS-AtomicTransaction, WS-RemotePortlets, and the list goes on. Hence much of the perceived 
complexity of SOAP, as in Java, comes from the multitude of standards which have evolved around 
it. This should not be a reason for concern: as you may use only what is needed. 

http://www.ajaxonomy.com/2008/xml/web-services-part-1-soap-vs-rest
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SOAP 1.1 was originally developed as a convenience for serializing and de-serializing data types to 
and from other sources, such as databases and programming languages. Problems, however, soon 
arose with complications in reconciling SOAP encoding and XML Schema, as well as with 
performance. The OASIS WS-I organization finally put the nail in the coffin of SOAP encoding in 
2004 when it released the first version of the OASIS WS-I Basic Profile, declaring that only literal 
XML messages should be used (R2706). With the wide acceptance of OASIS WS-I, some of the 
more recent web service toolkits do not provide any support for (the previously ubiquitous) SOAP 
encoding at all, on the other hand SOAP now became more interoperable.  

5.2.1.2. General Pros and Cons 

Pros: 

 Language, platform, and transport agnostic 
 Designed to handle distributed computing environments 
 Is the prevailing standard for web services, and hence has better support from other  
    standards (WSDL, WS-*) and tooling from vendors 
 Built-in error handling (faults) 
 Extensibility 
 Rigid – type checking, adheres to a contract (Strong typing) 

Cons: 

 Conceptually more difficult, more "heavy-weight" than REST 
 More verbose 
 Harder to develop, requires tools 
 Not suited for loosely coupled distributed systems (Strong typing) 

The main problem with SOAP is strong typing. WSDL accomplishes its magic via XML Schema and 
strongly typed messages. But strong typing is a bad choice for loosely coupled distributed systems. 
The moment you need to change anything, the type signature changes and all the clients that 
were built to your earlier protocol spec break. 

5.2.1.3. Possibility for Asynchronous and Synchronous communications 

(Source: http://www.ibm.com/developerworks/webservices/library/ws-asoper/)  
 

SOAP started as a simple way of doing synchronous RPC over HTTP (Internet) but since then it has 
morphed into doing both synchronous and asynchronous RPC over multiple transports. SOAP over 
asynchronous transport is an application pattern that is getting a lot of attention for myriad of 
reasons. Long running business processes, loose coupling of service provider and service consumer 
from service availability and separation of component boundary point of view, increased 
scalability of services due to reduced execution path lengths in the asynchronous models are some 
of the reasons. 
 

Reliability of web services can be improved through acknowledgements in the SOAP message itself 
(for example, ebXML) or through carrying SOAP payload in a more reliable transport than HTTP. 
 

There are 2 main design approaches in providing solution to SOAP over asynchronous transport 
application pattern. 

http://www.ibm.com/developerworks/webservices/library/ws-asoper/
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   1. First method is by using the extensibility of WSDL to include asynchronous transport binding. 

   2. Second method is by using a framework, which allows transport handlers to be plugged in the 
pathway between the service consumer and the service producer. 

With the first approach, there is no industry standard way of extending WSDL bindings and 
different vendors are implementing WSDL extensions by binding transport natively to the 
transport, although there is concurrence that binding over JMS should be the way to go and 
Apache's WSIF is close to specifying the XMLSchema for such a binding. The more difficult part 
though is the availability of tools (java2wsdl and wsdl2java) for generating stubs and skeleton that 
handles asynchronous transport and it is currently not available in WSIF. 

An example of the second approach is the Apache's Axis framework that allows handlers to be 
chained at both the client and server ends. 
 

(source: http://xml.coverpages.org/async.html) 
 

A host of software application frameworks and products implement solutions for asynchronous 
messaging, but in non-standard or proprietary ways. Most web services and messaging 
specifications provide for asynchronous transactions, but do not address the issue as a central 
concern. 
 

WS-CallBack Protocol and SOAP Conversation Protocol 
 
WS-CallBack Protocol (WS-CallBack) from BEA Systems. Version 0.91. The WS-CallBack protocol 
"consists of the CallBack SOAP header and an associated WSDL definition. WS-CallBack is used to 
dynamically specify where to send asynchronous responses to a SOAP request... The CallBack 
header is needed in cases where a web service is using asynchronous communication and the 
address to which to send responses is not known at deployment time. In order to enable 
asynchronous responses to requests the requestor must specify in the request where to send the 
responses. The WS-CallBack protocol provides the SOAP and WSDL 1.1 mechanisms needed to 
enable this behavior". 
 

WS-Reliability and WS-ReliableMessaging 
 

Asynchronicity is not of itself a central concern in Web Services Reliability (WS-Reliability) and 
Web Services Reliable Messaging Protocol (WS-ReliableMessaging). Both assume that companion 
specifications describe appropriate protocols/rules. Thus (in the former) Section 5 (HTTP Binding) 
describes "the HTTP binding for SOAP, when the original message is sent asynchronously at the 
application level. When supporting reliable messaging, upon receipt of a reliable message, the 
server must send a reply. This reply must be either an Acknowledgment or a Fault message. This 
reply must be sent either synchronously or asynchronously. Reliable Messaging with 
Asynchronous Acknowledgment Message: The Reliable Messaging Acknowledgment message may 
also be sent back on a different HTTP connection from the HTTP connection used to send the 

http://xml.coverpages.org/async.html
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message being acknowledged. (See examples of the asynchronous acknowledgment message 
sequence). 
 
Asynchronous Web Services Protocol (AWSP) 
 

AWSP is "a standard means of extending Simple Object Access Protocol (SOAP) to support 
asynchronous web services. In this context, asynchronous means that there is a latency between 
the request for a resource (or service) and the actual return of that resource (or service results). 
AWSP is designed to support web services that take more than 60 seconds to create their results. 
Web services are important to integrating applications and processes across enterprise 
boundaries, especially for electronic commerce. These web services often represent business 
processes, some of which involve human intervention and approval. It is difficult to have any 
process that involves people finish in under 60 seconds. AWSP enables these long running 
processes to be web services as well..." [from the website Home Page 2003-08] 
 

5.2.1.4. Suitability for geospatial web-services 

Geospatial Data can be quite large, Vector data for example can contain thousands of coordinates 
and multiple dimensions, raster data can also contain thousands of pixels (very high resolution) 
and multispectral imagery (200+ band imagery). 
 
In order to tackle this issue there are possible solutions, one is to only pass data by URL references 
and get client to stream data in, but maybe a more appropriate  approach is to use MTOM, the 
W3C Message Transmission Optimization Mechanism. 
 
(source Wikipedia: http://en.wikipedia.org/wiki/MTOM) 
 
Because of the verbose XML format, SOAP can be considerably slower than competing middleware 
technologies such as CORBA. This may not be an issue when only small messages are sent. To 
improve performance for the special case of XML with embedded binary objects, the Message 
Transmission Optimization Mechanism was introduced. 

MTOM is the W3C Message Transmission Optimization Mechanism, a method of efficiently 
sending binary data to and from Web services. MTOM is usually used with XOP (XML-binary 
Optimized Packaging). 

MTOM is a W3C Recommendation. 

In the lead up to the approval of MTOM as a W3C Recommendation, several different alternatives 
for handling binary data in SOAP messages were submitted to the W3C: SOAP with Attachments 
(SwA) and DIME attachments. MTOM supersedes those other proposals. 

The efficiency claims of MTOM only refers to the size of the messages sent across the wire. Since 
SOAP uses XML, any binary data in the SOAP message will have to be encoded as text. This is 
usually done using Base64 encoding which increases the size of the binary data by 33%. MTOM 
provides a way to send the binary data in its original binary form, avoiding any increase in size due 

http://en.wikipedia.org/wiki/MTOM
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to encoding it in text. MTOM does not address the efficiency of serializing or deserializing the 
messages. 

5.2.1.5. Version differences 

(source: IBM 
http://publib.boulder.ibm.com/infocenter/wasinfo/v6r1/index.jsp?topic=/com.ibm.websphere.wsfep.multi

platform.doc/info/ae/ae/cwbs_soapverdiffs.html) 
 
Both SOAP Version 1.1 and SOAP Version 1.2 are World Wide Web Consortium (W3C) standards. 
Web services can be deployed that support not only SOAP 1.1 but also support SOAP 1.2. Some 
changes from SOAP 1.1 that were made to the SOAP 1.2 specification are significant, while other 
changes are minor. 

The SOAP 1.2 specification introduces several changes to SOAP 1.1. This information is not 
intended to be an in-depth description of all the new or changed features for SOAP 1.1 and SOAP 
1.2. Instead, this information highlights some of the more important differences between the 
current versions of SOAP. 

The changes to the SOAP 1.2 specification that are significant include the following updates: 
    * SOAP 1.1 is based on XML 1.0. SOAP 1.2 is based on XML Information Set (XML Infoset). 

      The XML information set (infoset) provides a way to describe the XML document with XSD 
schema. However, the infoset does not necessarily serialize the document with XML 1.0 
serialization on which SOAP 1.1 is based.. This new way to describe the XML document helps 
reveal other serialization formats, such as a binary protocol format. You can use the binary 
protocol format to compact the message into a compact format, where some of the verbose 
tagging information might not be required. 

      In SOAP 1.2 , you can use the specification of a binding to an underlying protocol to determine 
which XML serialization is used in the underlying protocol data units. The HTTP binding that is 
specified in SOAP 1.2 - Part 2 uses XML 1.0 as the serialization of the SOAP message infoset. 

    * SOAP 1.2 provides the ability to officially define transport protocols, other than using HTTP, as 
long as the vendor conforms to the binding framework that is defined in SOAP 1.2. While HTTP is 
ubiquitous, it is not as reliable as other transports including TCP/IP and MQ. 

    * SOAP 1.2 provides a more specific definition of the SOAP processing model that removes many 
of the ambiguities that might lead to interoperability errors in the absence of the Web Services-
Interoperability (OASIS WS-I) profiles. The goal is to significantly reduce the chances of 
interoperability issues between different vendors that use SOAP 1.2 implementations. 

    * SOAP with Attachments API for Java (SAAJ) can also stand alone as a simple mechanism to 
issue SOAP requests. A major change to the SAAJ specification is the ability to represent SOAP 1.1 
messages and the additional SOAP 1.2 formatted messages. For example, SAAJ Version 1.3 
introduces a new set of constants and methods that are more conducive to SOAP 1.2 (such as 

http://publib.boulder.ibm.com/infocenter/wasinfo/v6r1/index.jsp?topic=/com.ibm.websphere.wsfep.multiplatform.doc/info/ae/ae/cwbs_soapverdiffs.html
http://publib.boulder.ibm.com/infocenter/wasinfo/v6r1/index.jsp?topic=/com.ibm.websphere.wsfep.multiplatform.doc/info/ae/ae/cwbs_soapverdiffs.html
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getRole(), getRelay()) on SOAP header elements. There are also additional methods on the 
factories for SAAJ to create appropriate SOAP 1.1 or SOAP 1.2 messages. 

    * The XML namespaces for the envelope and encoding schemas have changed for SOAP 1.2. 
These changes distinguish SOAP processors from SOAP 1.1 and SOAP 1.2 messages and supports 
changes in the SOAP schema, without affecting existing implementations. 

    * Java Architecture for XML Web Services (JAX-WS) introduces the ability to support both SOAP 
1.1 and SOAP 1.2. Because JAX-RPC introduced a requirement to manipulate a SOAP message as it 
traversed through the run time, there became a need to represent this message in its appropriate 
SOAP context. In JAX-WS, a number of additional enhancements result from the support for SAAJ 
1.3. 

    * The Web Services Description Language (WSDL) Version 1.1 specification does not discuss 
SOAP 1.2. SOAP 1.2 is discussed in the draft versions of WSDL 2.0. WSDL Version 1.1 only defines 
how to render a SOAP 1.1 payload in a WSDL 1.1 document. To resolve how to represent SOAP 
1.2-based services, there is another W3C document that defines how to define a SOAP 1.2 payload 
within a WSDL 1.1 document. Read about WSDL 1.1 binding extensions for SOAP 1.2. 

    * SOAP 1.1 is a single document. The SOAP 1.2 specification is organized in the following parts: 

 Part 0 is a non-normative introduction to SOAP 

 Part 1 describes the structure of SOAP messages, the SOAP processing model and a 
framework for binding SOAP to underlying protocols. Conformant SOAP implementations 
must implement everything in Part 1. 

 Part 2 describes optional add-ins to the core of SOAP including a data model and encoding, 
an RPC convention and a binding to HTTP. Conformant SOAP implementations might 
implement any of the add-ins in Part 2. However, if add-ins are implemented, they must 
conform to the relevant parts of the specification. 

 
      A fourth document is the Specification Assertions and Test Collection 
 
SOAP 1.2 has a number of changes in syntax and provides additional, clarified semantics from 
those that are described in SOAP 1.1. The SOAP 1.2 Primer document lists and describes these 
syntax changes. 
 

5.2.1.6. Planned future developments/extensions/enhancements 

The current SOAP version 1.2, was finalized in 2005 and there are no plans for future 
developments on the standard itself, on the other hand there are constantly new developments in 
the field of web-service extensions to extend functionalities of web-services that make use of the 
SOAP standard. 
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5.2.2. RESTful web-services 

5.2.2.1. Description, Maturity, field of application, acceptance, interoperability 

(source: Web Services, Part 1: SOAP vs. REST By Brennan Spies - Posted on May 2nd, 2008. 
http://www.ajaxonomy.com/2008/xml/web-services-part-1-soap-vs-rest)  
 

The emergence of the RESTful style of web services was a reaction to the more heavy-weight 
SOAP-based standards. In RESTful web services, the emphasis is on simple point-to-point 
communication over HTTP using plain old XML (POX). 
 

The origin of the term "REST" comes from the famous thesis from Roy Fielding describing the 
concept of Representative State Transfer (REST) in 2000. REST is an architectural style that can be 
summed up as four verbs (GET, POST, PUT, and DELETE from HTTP 1.1) and the nouns, which are 
the resources available on the network (referenced in the URI). The verbs have the following 
operational equivalents: 
 

HTTP     CRUD Equivalent 
============================== 
GET        read 
POST      create, update, delete 
PUT        create, update 
DELETE  delete 
 
Figure 2: REST verbs and their CRUD equivalent 

A service to get the details of a user called 'dsmith', for example, would be handled using an HTTP 
GET to http://example.org/users/dsmith. Deleting the user would use an HTTP DELETE, and 
creating a new one would mostly likely be done with a POST. The need to reference other 
resources would be handled using hyperlinks (the XML equivalent of HTTP's href, which is XLinks' 
xlink:href) and separate HTTP request-responses. 
 

All of the major webservices on the Internet now use REST: Twitter, Yahoo’s web services use 
REST, others include Flickr, del.icio.us, pubsub, bloglines, technorati, and several others. Both eBay 
and Amazon have web services for both REST and SOAP. 

5.2.2.2. General Pros and Cons 

Pros: 

 Language and platform agnostic 
 Much simpler to develop than SOAP 
 Small learning curve, less reliance on tools 
 Concise, no need for additional messaging layer 
 Closer in design and philosophy to the Web 

 

Cons: 

 Assumes a point-to-point communication model--not usable for distributed computing 
environment where message may go through one or more intermediaries 

http://www.ajaxonomy.com/2008/xml/web-services-part-1-soap-vs-rest
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 Lack of standards support for security, policy, reliable messaging, etc., so services that have 
more sophisticated requirements are harder to develop ("roll your own") 

 Tied to the HTTP transport model 
 

Traditionally, the big drawback of REST vs SOAP was the lack of any way of specifying a 
description/contract for the web service. This, however, has changed since WSDL 2.0 defines a full 
complement of non-SOAP bindings (all the HTTP methods, not just GET and POST) and the 
emergence of WADL as an alternative to WSDL. 

5.2.2.3. Possibility for Asynchronous and Synchronous communications 

There is no standardized way to handle Asynchronous communications in a RESTful environment. 
One often hears the criticism that HTTP is synchronous, while many services need to be 
asynchronous. It is nonetheless possible to implement an asynchronous RESTful web-service.  

Three different approaches for this situation were developed as part of Project Kenai 
(http://kenai.com/) in a form of a proposal called - Handling Asynchronous Operation Requests. 
These approaches include: 

(source: http://kenai.com/projects/suncloudapis/forums/forum/topics/911-PROPOSAL-Handling-
Asynchronous-Operation-Requests?) 
 
Resource-based approach  
 

 Which has a new "Status" resource model with the following fields: 
 

- "uri" - URI upon which the client may perform GET operations to poll for completion. Each 
accepted asynchronous operation will receive a unique status URI, so that multiple operations 
may be initiated and tracked at once. 

 
- "status" - Integer code describing the completion status (0=success, nonzero=error code), 

returned only when "progress" returns 100. 
 
- "message" - Message suitable for reporting completion status to a human user, returned only 

when "progress" returns 100. 
 
- "progress" - Integer percent completed indicator, which MUST return 100 only when the 

operation has been completed (either successfully or unsuccessfully). 
 

This resource object can be used as follows: For any and all PUT/POST/DELETE operations, a "202 
In progress" and a "Status" resource is returned, this solution is designed to give a hook that 
implementers can make cheap to poll.  
 

Comet style implementation - keeping the HTTP channel open for the duration of a long running 
request. 
 

http://kenai.com/projects/suncloudapis/forums/forum/topics/911-PROPOSAL-Handling-Asynchronous-Operation-Requests
http://kenai.com/projects/suncloudapis/forums/forum/topics/911-PROPOSAL-Handling-Asynchronous-Operation-Requests
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- Initial response MUST have HTTP status 202 ("Accepted") and entity body containing the initial 
Status resource for this operation. In the status resource, the "uri" and "progress" fields MUST 
be populated, and the "progress" field MUST contain a value of 0 indicating that the operation 
is beginning. 

 
- The URI value returned in the initial response MUST respond to GET requests by returning an 

updated version of the Status resource. Typically, the "progress" field will be increased 
towards 100, but MUST NOT be set to 100 until the operation completes. 

 
- When the operation has completed (either successfully or unsuccessfully), a "final" 

representation of the Status resource MUST be returned, with a "progress" field set to 100, 
and a "status" field set to 0 (for successful completion) or a non-zero value for unsuccessful 
completion. 

 

"Web hooks" - using two independent "one-way" invocations - one to start a long-running 
operation and the other one to notify a requester that it is completed. 
 

- The inbound representation of the operation request MAY contain a "webhook" field, whose 
value is a URI where the client expects a callback. If this field is not present, no webhook 
callback will be performed. 

 
- When the operation has completed (either successfully or unsuccessfully), the server will 

perform a POST request to the webhook URI, with an entity body containing the final Status 
resource for this operation. 

 
- Client can match a completion report back to the original request by comparing the "uri" field 

value to the one returned in the initial Status response, or by providing unique webhook URIs 
for each asynchronous request. 

 

This proposal to standardize Asynchronous operations with REST has caused quite a few 
responses. The problems and solutions described in this proposal are similar to the problems and 
solutions defined by WS* standards, specifically WSRF and WS-Notifications. 
 

WSRF doesn't quite cover this use case (slow create), but between WS-ResourceLifetime and WS-
Notification you see somewhat similar use cases at work. Add to this WS-MakeConnection (part of 
WS-RX) and your idea of "web hooks" becomes a lot more practical. "REST" and "WS-*" which are 
often described as opposing and competing solutions, are coming a lot closer to one another.  
 

In spite of many differences (some real, some religious) between REST and WS-*, both camps aim 
to solve real life problems and consequently face the same challenges. Learning from each other 
experiences and implementations will definitely enhance both. WS-* seems to have a head start 
on a number of issues, but REST could make use of that experience to enhance and improve on 
WS-*. 
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5.2.2.4. Suitability for geospatial web-services 

 
(source: Emerging Technology: Geospatial Web Services and REST by Christopher J. Andrews) 
 
At first glance, much of the debate over "REST" in the geospatial community appears to focus on 
whether or not to make POST or GET Web requests. But REST isn't the same as GET and much of 
this confusion arises because the OGC developed a standard for making GET-type Web service 
calls before either SOAP or REST were formalized. 
 

Naturally, when the broader IT industry decided to catch up with the geospatial community, the IT 
industry introduced standards that confused the geospatial vernacular when the newly introduced 
terms were not well understood by developers.  
 

SOAP turns out to be a bit more than just POST. SOAP actually encapsulates a method for 
communicating with a complex service such that the client actually knows some details about how 
the Web service works. The use of SOAP favours complex application architectures that build 
automation intelligence into how services intercommunicate. 
 

REST, of course, turns out to be more than simply renaming the GET request method. As part of a 
much broader discussion, Dr. Fielding introduced REST to suggest a pattern for making GET 
requests more transparent and intuitive to the human reader. The proposal that Dr. Fielding 
introduced also forces the application designer to consider the structure of information that is 
sent to a service by way of a URL. REST encapsulates information in the URL in a manner that frees 
the developer or Web surfer from having to know intimate details about how the Web service is 
constructed. 
 

The practical use of applying REST results in URLs that intuitively display the request parameters. 
Like most GET URLs, a REST-styled URL is unique and may be saved because it is also useful as a 
reference to the response that was displayed in the browser after the Web service request.  
 

SOAP, as a protocol, and REST, as a style, offer legitimate alternatives for designing an architecture 
to access Web services. REST, however, presents a surprisingly intuitive picture of accessing a 
service to retrieve data. A REST URL to access an online catalogue page for that Enzo might look 
like this: 
 

http://www.reststylemotors.com/display/auto/ferrari/Enzo/red 
 
The REST request for the Learjet might look like this: 
 

http://www.reststylemotors.com/display/plane/Learjet/23 
 

The server is able to interpret the URL to understand that the catalog service is supposed to 
display a red sports car versus a Lear jet. A human can also interpret the URL and, if necessary, 
manually change the URL to look for a Learjet 35A by making a simple edit. For example:  
 

http://www.reststylemotors.com/display/plane/Learjet/35A 
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The application designer has structured the URL interpretation such that a Web surfer or an 
application designer can intuit the URL component meanings and adjust the URL to search for 
other catalog items. REST-style URLs are particularly useful for users with vision disabilities when 
hyperlinks don't have useful explanatory metadata. Many search engines have an easier time 
interpreting REST URLs than POST URLs or GET URLs that contain many parameters. (Note that, in 
complex applications, even REST URLs may employ long key-value parameter strings.) 
 

The server doesn't actually contain a Web page for every unique URL combination in a RESTful 
system. Instead, the server uses a magical technique, called URL rewriting, to convert the URL to a 
differently structured request that can be processed by a script. REST lends itself well to content 
management systems, document management systems, blogs and catalogs that can benefit from 
the retrieval of complex information from a database in an intuitive manner. It also helps that 
GET-type URLs, like REST URLs, can be saved and retrieved, unlike a POST-based system, such as 
SOAP. 
 
Can REST be applied to geospatial Web services? 
 

Many geospatial technologists will suggest that OGC WMS requests are an example of REST. Here 
is an example WMS format request that might be used with standards-compliant applications such 
as MapGuide Open Source and UMN MapServer: 
 

http://www.someogcserver.com/geoserver/wms?VERSION=1.1.1&REQUEST= 
GetMap&SERVICE=WMS&LAYERS=massgis:GISDATA.TOWNS_POLYM,massgis: 
GISDATA.NAVTEQRDS_ARC,massgis:GISDATA.NAVTEQRDS_ARC_INT&SRS= 
EPSG:26986&BBOX=232325.38526025353,898705.3447384972,238934.49648710093,903
749. 
1401484597&WIDTH=570&HEIGHT=435&FORMAT=image/png&STYLES=Black_Lines, 
GISDATA.NAVTEQRDS_ARC::ForOrthos,GISDATA.NAVTEQRDS_ARC_INT:: 
Default&TRANSPARENT=TRUE 

 

From publicly available online documentation, we can examine an example of ESRI's proprietary 
ArcWeb Services "REST" format:  
 

http://www.arcwebservices.com/services/v2006_1/restmap?actn=getMap&usrid= 
abcde12345&c=117.58657|33.99326&ds=ArcWeb:TA.Streets.US&sf=116200 

 

Neither URL is formatted in a REST style nor is either URL human-readable. In fact, if you looked at 
the metadata in analogous POST requests, the key value pairs might look nearly identical to what 
appears in these URLs. Whether the geospatial community standardizes on GET-type Web 
requests or POST-type Web requests, a closer examination of REST shows that the discussion 
should perhaps be cantered on how information in service requests is structured such that maps 
and spatial analyses can be retrieved in a more intuitive, accessible manner.  
 

Many in the geospatial industry might suggest that adapting REST to map requests is too difficult 
given the complexity of a detailed map request. However, even well accepted standards such as 
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WMS may require simplification in some use cases. For example, the inclusion of a presentation 
service as part of the OpenLS OGC specification suggests that mobile and LBS applications may 
benefit from a lighter data request standard than WMS.  
 

The demand for rapid access to maps and analyses with common styles, standard themes, and 
repeated calculations presents opportunities for the simplification and consolidation of geospatial 
service requests within an architecture that is more intuitive for programmers and users alike. 
Access to read-only consumer applications such as map books, map catalogues and public 
planning websites maps might be improved by adding REST-style URL access to the Web 
application that serves them. More complex applications would also benefit from better 
organization of how requests and data flow back and forth between client and server. 
 

As REST is a style that could open up geospatial Web services in a more intuitive information and 
communication architecture, the most likely creator of a REST-styled standard for accessing 
geospatial Web services will be the open source geospatial community. As the industry moves 
toward increasing demand for standardized data access, categorization, and map retrieval, some 
smart research group will probably strike upon an obvious, but intuitive adaptation of REST that 
will open up geospatial Web services to the consumer applications market place. Such a format 
would complement initiatives such as the Public Geospatial Data Committee. 
 

Both types of request, The POST or GET requests use, predictable, standardized formats that can 
be executed elegantly or poorly. The REST discussion reveals that the implementers’ community 
could consider that on top of predictability, intuitiveness and accessibility may be equally 
important when establishing information exchange standards. 

5.2.2.5. Version differences 

One cannot really talk about REST versioning, REST relies on standard web protocols and 
technologies and there is no clear versioning for REST. REST is not a standard. The W3C will not 
publish a REST specification and one will not see IBM or Microsoft or Sun selling a REST 
developer's toolkit. The reason being that REST is just an architectural style, one can only 
understand it, and design their Web services in that style. In the same way one talks about the 
client-server architectural style, there is no client-server standard. (Source: 
http://www.xfront.com/REST-Web-Services.html 

While REST is not a standard, it does use standards, such as: 

    * HTTP 
    * URL 
    * XML/HTML/GIF/JPEG/etc (Resource Representations) 
    * text/xml, text/html, image/gif, image/jpeg, etc (MIME Types) 
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5.2.2.6. Planned future developments/extensions/enhancements 

As we will see later in this report, the most promising and awaited development in the field of 
RESTful web-services is the work currently being done on the Web Application Description 
Language (WADL). As we will see in more detail later, WADL is an XML-based file format that 
provides a machine-readable description of HTTP-based web applications. These applications are 
typically REST web services. WADL is a W3C Member Submission, but not a W3C standard. 

The purpose of WADL is to allow services on the internet (or any other IP network) to be described 
in a machine processable way, to make it easier to create Web 2.0 style applications and create a 
dynamic way of creating and configuring services. 

WADL can be thought of as the REST equivalent of Web Services Description Language version 1.1. 
Also worth mentioning, is that version 2.0 of WSDL can be used to describe REST Web services, 
thus competing with WADL. 

5.2.3. Web-service contracts 

(source: Web Services, Part 2: WSDL and WADL - By Brennan Spies - Posted on June 4th, 2008 
http://www.ajaxonomy.com/2008/xml/web-services-part-2-wsdl-and-wadl)  
 
An important part of any web service is the contract (or interface) which it defines between the 
service and any clients that might use it. This is important for a number of reasons: visualization 
with tools, interaction with other specifications (e.g., web service choreography), code generation, 
and enforcing a high-level agreement between the client and service provided (that still gives the 
service freedom to change the underlying implementation). Taken together, they give pretty 
compelling use cases for having web services contracts, although advocates of minimalism may 
disagree. 
 

When IBM, Microsoft, and Ariba submitted WSDL 1.1 to the W3C in 2001 as a language for 
describing web services in conjunction with SOAP 1.1, HTTP POST and GET, and MIME, it quickly 
became a standard used by every SOAP toolkit. This happened in spite of the fact that it never 
progressed beyond being a W3C Note (which, according to W3C, is a document available for 
"discussion" and not officially endorsed by the W3C). In fact, though there is both a WSDL 1.1 and 
1.2, WSDL 2.0 is the only version of the specification officially endorsed by the W3C. 
 

With the rise in popularity of RESTful web services, there also became a need to describe contracts 
for these types of web services as well. Although WSDL 2.0 attempts to fill the gap by providing 
support for HTTP binding, another specification fills this need in an arguably better way: WADL , a 
specification developed at Sun by Marc Hadley. Though it has not been submitted to any official 
standards body (OASIS, W3C, etc.), WADL is promising because of its more comprehensive support 
for REST-style services. 
 
In general there are two different approaches to development of web services in the real world: 
code-first or contract-first. Code-first is where existing code (generally methods/functions) is 
turned into a web service using tooling, e.g. the java2wsdl script in Apache Axis. Contract-first is 

http://www.ajaxonomy.com/2008/xml/web-services-part-2-wsdl-and-wadl
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where the actual web services contract is developed first (usually in WSDL), then this is then 
associated with the appropriate implementation--often using code generation with a tool such as 
the wsdl2java script in Apache Axis. 
 
Though code-first is a highly popular approach, contract-first is generally considered to be best 
practice in order to shield the consumers of a service from changes in the underlying code base. By 
providing an XML-based contract, you are also protecting the client from the vagaries of how 
different Web Service toolkits generate contracts from code, differences in the way that language 
types are translated to XML types, etc. Though writing WSDL or WADL rather than code may 
involve some additional learning curve at the beginning, it pays off in the long run with more 
robustly designed services. 

5.2.3.1. WSDL 

 
(source: Web Services, Part 2: WSDL and WADL By Brennan Spies - www.ajaxonomy.com) 
 
WSDL 1.1 
 
An official W3C standard, the Web Services Description Language (WSDL) is an XML language for 
describing web services. WSDL 1.1 (which is still in wide use) has five major elements--types, 
message, portType, binding, and service--in that order (figure 1 below); all these major 
elements may be defined 0 or more times in a WSDL document, except for <types>, which may 
be 0 or 1 time. Here's a short description of each: 
 

 <types>: This is where XML types to be used in the WSDL document are defined. 
Traditionally, this has meant using XML Schema, but newer versions of WSDL also support 
Relax NG. 

 <message>: This is the section where the input or output parts of an operation are defined, 
i.e. the "parameters" or "return types". It may have multiple child <part> elements, 
though OASIS WS-I forbids the use of more than one part per message in a document literal 
style service. The <part> itself may have an element (referring to a qualified XML element) 
or a type (referring to an XML Schema type) attribute; the latter is use in RPC/encoded 
style services, the former in RPC/literal or Document/literal style services (see WSDL Styles). 

 <portType>: Here is where the operations that a web service offers are defined in terms of 
messages (input and output, with faults). Faults (referring to SOAP faults here) are the web 
service equivalent of the exception in languages like C++ or Java; most SOAP toolkits will 
translate SOAP faults into exceptions at runtime. 

 <binding>: This is the "how" of a service, specifying the binding of the operations defined 
in the portType(s) to specific protocols, such as SOAP. 

 <service>: This is the "where" of the service, specifying the address where a bound 
operation may be found. 

 
These sections do not necessarily have to reside in the same XML document. In fact, it is common 
for there to be at least two different WSDL files, where one imports the other (see Abstract and 
Concrete WSDLs paragraph below). 

http://www.ajaxonomy.com/
http://www.w3.org/TR/xmlschema-0/
http://relaxng.org/
http://www.ws-i.org/Profiles/BasicProfile-1.1-2004-08-24.html#WSDLMSGS
http://www.ajaxonomy.com/2008/xml/web-services-part-2-wsdl-and-wadl#wstyles
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<definitions> 

     <types>? 

        <!-- Defines the XML types used in the WSDL --> 

     </types> 

     <message>* 

        <part element="..." or type="..."/>* 

     </message> 

     <portType>* 

       <!-- Defines the web service "methods" --> 

       <operation>* 

            <input message="..."/>? 

            <output message="..."/>? 

            <fault message="..."/>* 

       </operation> 

     </portType> 

     <binding>* 

        <operation> 

           <!-- Binding of the operation to a protocol, e.g. SOAP --> 

        </operation> 

     </binding> 

     <service>* 

        <port name="..." binding="..."> 

            <!-- Specifies the address of a service,  

            e.g., with soap:address --> 

        </port> 

     </service> 

</definitions> 

Figure 3: Major elements of WSDL 1.1 

At first blush, having all these different parts of WSDL seems a bit overly complex--after all, do you 
really need to define both a part (message) for an operation as well as an operation separately 
(this was my first reaction...)? Well, WSDL 1.1 was created to be highly decoupled, and to 
maximize reuse of every possible piece; for example, one can define a message that can be used 
both as an input or an output, or can be used by multiple port type operations. The end result of 
this structure, however, was a bit unnecessary and hard to read, so the authors of the WSDL 2.0 
improved this by removing the <message> section, and using defined elements instead. 

WSDL 2.0 

WSDL underwent a major renovation in version 2.0, changing the root tag to <description>, and 
ushering in many other changes and additions. I've already covered much of the structure in WSDL 
1.1, so here I will describe mainly the differences: 

 <interface>: As the name implies, this section tends to resemble interfaces in Java, which 
makes sense since they serve very similar purposes. Like interfaces, they can define 
multiple operation "signatures" and can be extended for reusability. The <interface> 
replaces the <portType> of WSDL 1.1, and adds explicit input faults and output faults. 
The child <operation> elements here can also explicitly define message-exchange 
patterns in their pattern attribute (see below). 

 <binding>: This element has children that are identical to those of the interface, so that a 
binding can be specified for each. The major difference over version 1.1 is that bindings are 
re-usable. To be re-usable the binding simply omits the interface attribute; it may be 
specified later in the service declaration. 

 <service>: Child <port> are replaced by similar <endpoint> elements. 
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WSDL 2.0 also defines an explicit HTTP binding to all the methods: GET, POST, PUT, and DELETE. 
This becomes important for RESTful style web services. In essence, though, WSDL is service rather 
than resource oriented, so the fit with RESTful services is not as natural as it is in WADL. 

<description> 

     <types>? 

        <!-- Defines the XML types used in the WSDL, as in 1.1 --> 

     </types> 

     <interface name="..." extends="...">* 

          <fault element="..."/>* 

          <operation pattern="..message pattern uri..">* 

             <input element="..."/>* 

             <output element="..."/>* 

             <infault ref="..some fault..."/>* 

             <outfault ref="..some fault"/>* 

          </operation> 

     </interface> 

     <binding interface="..."?> 

        <!-- The binding of a protocol to an interface, same structure 

             as the interface element --> 

     </binding> 

     <service interface="..."> 

        <!-- Defines the actual addresses of the bindings, as in 1.1, 

             but now "ports" are called "endpoints" --> 

        <endpoint binding="..." address="..."/>* 

     </service> 

</description> 

Figure 4: Major elements of WSDL 2.0 

 

 

Figure 5: WSDL 1.1 vs WSDL 2.0 (source: Wikipedia) 
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WSDL Styles 

In general, an RPC (or "remote procedure call") style service will define the references in its 
message parts as XML Schema types; a Document style service will define element references on 
its message parts (the soap:binding will use the appropriate style attribute). An Encoded 
style will encode the types of the children of the soap:body in the SOAP message; a literal style 
will not encode them, but leave them as literal XML elements (the binding of input and output 
messages will have the appropriate use attribute). 

RPC vs. Document (where "ns:myElement" is a reference to a defined element) WSDL definitions 

<!-- RPC request message --> 

<message name="input"> 

     <part name="param" type="xsd:int"/> 

</message> 

 

<!-- Document request message --> 

<message name="input"> 

     <part name="param" element="ns:myElement"/> 

</message> 

Encoded Vs. Literal SOAP Messages 

<!-- Encoded SOAP request --> 

<soap:body> 

   <param xsi:type="xsd:int">1</param> 

<soap:body> 

 

<!-- Literal SOAP request --> 

<soap:body> 

   <param>1<param> 

<soap:body> 

There are, generally speaking, four distinct styles of WSDL: RPC/Encoded, RPC/Literal, 
Document/Literal, and Document/Literal Wrapped. As explained above, RPC/Encoded, once 
ubiquitous, is now pretty much obsolete: unless one has to interact with a legacy web service. Of 
the remaining styles, RPC/Literal has the drawback that you cannot really validate the types in the 
SOAP message. With Document/Literal, you can validate the types but you lose the name of the 
operation in the SOAP. This is where the Document/Literal Wrapped style comes in handy: it 
"wraps" the body of the document payload in an element that represents the operation name (it 
also has the additional benefit of enforcing only one child of soap:body as mandated by OASIS WS-
I). The only real drawback of Document/Literal Wrapped is that you cannot "overload" web service 
operation names, but this is a minor quibble. Generally speaking, using this style of WSDL is your 
best bet, unless your SOAP toolkit is unable to work with it. 

Message Exchange Patterns 

Message exchange patterns are the "handshake protocol" of web services. They let a client know 
what type (in/out) of messages or faults must be exchanged, and in what order. 
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WSDL 1.1 defined 4 basic message exchange patterns: 

 One-way: An operation only receives an <input>. 

 Request-response: An operation receives a request, then issues a response. Here the <input> 
child of <operation> is defined before the <output> 

 Solicit-response: An operation sends a request, then waits for a response. Here the <output> 
would be defined before the <input>. 

 Notification: An operation sends a message only. 

 

Figure 6: WSDL 1.1 basic message exchange patterns (source: www.ajaxonomy.com) 

Using the document ordering of elements to establish the message exchange pattern was 
obviously a little too subtle, so WSDL 2.0 uses an explicit pattern attribute to define it. WSDL 2.0 
also expands the number to 8 message exchange patterns, which can be categorized as inbound 
MEP (if the service receives the first message) or outbound MEP (if the service sends the first 
message): 

 In-only: Here a service operation only receives an inbound message, but does not reply. This 
MEP cannot use a fault. When referred to by an operation's pattern attribute, it has the 
value "http://www.w3.org/ns/wsdl/in-only". 

 Robust In-only: Identical to In-only, except that this type of MEP can trigger a fault. When 
referred to by an operation's pattern attribute, it has the value 
"http://www.w3.org/ns/wsdl/robust-in-only". 

 In-Out: Identical to the request-response of WSDL 1.1. A fault here replaces the out message. 
When referred to by an operation's pattern attribute, it has the value 
"http://www.w3.org/ns/wsdl/in-out". 

 In-Optional Out: Similar to In-Out, except that the out message is optional. When referred to 
by an operation's pattern attribute, it has the value "http://www.w3.org/ns/wsdl/in-opt-
out". 
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 Out-Only: The service operation produces an out-only message, and cannot trigger a fault. 
When referred to by an operation's pattern attribute, it has the value 
"http://www.w3.org/ns/wsdl/out-only". 

 Robust Out-Only: Similar to Out-Only, except that this type of MEP can trigger a fault. When 
referred to by an operation's pattern attribute, it has the value 
"http://www.w3.org/ns/wsdl/robust-out-only". 

 Out-Optional In: The service produces an out message first, which may optionally be followed 
by an inbound response. When referred to by an operation's pattern attribute, it has the 
value "http://www.w3.org/ns/wsdl/out-opt-in". 

Abstract and Concrete WSDLs 

A WSDL document can be divided into "abstract" and "concrete" portions that by convention 
often are defined in two or more files (where the concrete file imports the abstract one). The 
abstract elements are <types>, <message>, and <portType> (or <interface> in 2.0); the concrete 
ones are <binding> and <service>. Separating these two sections allows for maximal reuse and 
flexibility in defining services. 

 

A great illustration of this principle is with WS-RP (Web Services for 
Remote Portlets), a specification essentially for exchanging portlet 
content between different servers (e.g., a Java application server and, 
say, Microsoft Sharepoint). WS-RP defines in its specifications all of the 
types and operations that will be used in the web service of the 
"producer". The producer server only has to specify the actual concrete 
WSDL. 

 
 
 

5.2.3.2. WADL 

(source: Wikipedia) 

The Web Application Description Language (WADL) is an XML-based file format that provides a 
machine-readable description of HTTP-based web applications. These applications are typically 
REST web services. WADL is a W3C Member Submission, but "As of today, W3C has no plans to 
take up work based on this Submission" (http://www.w3.org/Submission/2009/03/Comment). 

The purpose of WADL is to allow services on the internet (or any other IP network) to be described 
in a machine processable way, to make it easier to create Web 2.0 style applications and create a 
dynamic way of creating and configuring services. Prior to this, it was necessary to go to an 
existing web service, study it and write the application manually. WADL can be thought of as the 

Figure 7: WSDL concrete and 
abstract portions (source: 

wwwajaxonomy.com) 

http://www.oasis-open.org/committees/download.php/3343/oasis-200304-wsrp-specification-1.0.pdf
http://www.w3.org/Submission/2009/03/Comment
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REST equivalent of Web Services Description Language version 1.1. Version 2.0 of WSDL can be 
used to describe REST Web services, thus competing with WADL. 

WADL is intended for applications that are based on the existing architecture of the Web. Like 
WSDL, it is platform and language independent and aims to promote re-use of applications beyond 
the basic use in a web browser. WADL models the resources provided by a service, and the 
relationships between them. 

The service is described using a set of resource elements. Each of these contains param elements 
to describe the inputs, and method elements which describe the request and response of a 
resource. The request element specifies how to represent the input, what types are required and 
any specific HTTP headers that are required. The response describes the representation of the 
service's response, as well as any fault information, to deal with errors. 

WADL is not yet widely supported. It has the advantage over the more complicated WSDL in that it 
does not impose any further level of abstraction on the service description; however, as tools 
become available for application development with WADL, it is likely they will include ways of 
automatically generating WADL, and this risks imposing an RPC style on it, going against the 
intended simplicity of WADL. 

Below is an example of a stock quote showing how WADL defines both the resources and 
representations, as well as the methods that can be used to manipulate the resources. 

<application xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 

     xsi:schemaLocation="http://research.sun.com/wadl/2006/10 wadl.xsd" 

     xmlns:xsd="http://www.w3.org/2001/XMLSchema" 

     xmlns:ex="http://www.example.org/types" 

     xmlns="http://research.sun.com/wadl/2006/10"> 

     <grammars> 

        <include href="ticker.xsd"/> 

     </grammars> 

     <resources base="http://www.example.org/services/"> 

        <resource path="getStockQuote"> 

           <method name="GET"> 

                <request> 

                   <param name="symbol" style="query" type="xsd:string"/> 

                </request> 

                <response> 

                   <representation mediaType="application/xml"  

                       element="ex:quoteResponse"/> 

                   <fault status="400" mediaType="application/xml"  

                       element="ex:error"/> 

                </response> 

           </method>  

        </resource> 

     </resources> 

</application> 

 

Figure 8: An example of a WADL description 

WADL does a nice job of capturing the style of REST. As with any other technology, though, most 
will wait to use it until it sees some significant adoption. 
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5.2.4. OGC web-service standards (OWS: WMS,WFS,WCS,WPS) 

5.2.4.1. Description, Maturity, field of application, acceptance, interoperability 

 
(source: Introduction to OGC Web Services Allan Doyle & Carl Reed 

http://portal.opengeospatial.org/files/?artifact_id=14973) 

Within the broader context of Web Services, OGC Web Services (OWS) represent an evolutionary, 
standards-based framework that enable seamless integration of a variety of online geoprocessing 
and location services. OWS allows distributed geoprocessing systems to communicate with each 
other across the Web using familiar technologies such as XML and HTTP. OGC Web Services 
provide a vendor-neutral, interoperable framework for web-based discovery, access, integration, 
analysis, exploitation and visualization of multiple online geodata sources, sensor-derived 
information, and geoprocessing capabilities. 

OWS can be a framework for building network-connected geoprocessing applications or for 
integrating geoprocessing capability into other information applications, such as Customer 
Relations Management or Enterprise Resource Planning. An analogy for this framework is a free 
market economy. Just as participants in a free market economy may be both vendors of products 
and services and consumers of other services and products, so providers of OWS may be both 
servers of geoprocessing capability and clients of such services. There is a constantly shifting 
network of agreements and transactions between consumers and vendors. In this manner, OWS is 
a web of geoprocessing services that can be connected in dynamic, open interoperable chains to 
create dynamic applications. 

OWS will enable future applications to be assembled as desired from web accessible 
geoprocessing and location services. OWS will be self-contained, self-describing, modular 
applications that can be published, located, and invoked across the Web. An OGC Web Service can 
thus be treated as a “black box” (Operations) that performs a task, such as providing driving 
directions. Since an OGC Web Service can describe the operation or operations they perform in 
Metadata (Capabilities), it is possible to search for services and understand what operations a 
given web accessible service can perform. These web services are addressable by a URL and are by 
definition network accessible. The OWS framework allows multiple services to be connected in 

http://www.w3.org/TR/wsdl
http://www.w3.org/TR/wsdl20-primer/
http://www.w3.org/TR/wsdl20/
http://www.w3.org/TR/wsdl20-adjuncts/
https://wadl.dev.java.net/wadl20061109.pdf
http://www-128.ibm.com/developerworks/webservices/library/ws-whichwsdl/
http://msdn.microsoft.com/en-us/library/ms996486.aspx
http://webservices.xml.com/lpt/a/ws/2004/05/19/wsdl2.html
http://weblogs.java.net/blog/mhadley/archive/2005/05/introducing_wad.html
http://portal.opengeospatial.org/files/?artifact_id=14973


 

Customer: JRC - Ispra 
Specific Agreement N. 5719.00 Page 42 of 119 

Authors: Matteo Villa, Fabio 
Cattaneo 

Status for the invocation of INSPIRE Spatial Data 
Services 

Last update: 20/04/2011 

 

SPECIFIC CONTRACT No.3263 UNDER F.C. No.DI/06760 

sequence while at the same time allowing them to keep internal business logic independent – and 
if need be, proprietary. 

5.2.4.2. General Pros and Cons 

(Source: OGC Newsletter - January 2010 - Mark Reichardt, Pesident and CEO, Open Geospatial 
Consortium, Inc, http://www.opengeospatial.org/pressroom/newsletters/201001)  

The cost benefits of Using OGC standards have been carefully documented in at least two studies. 
The 2005 " Geospatial Interoperability Return on Investment Study" by Booz Allen Hamilton for 
the NASA Geospatial Interoperability Office showed that there is a significant improvement when 
using open standards over proprietary standards. And a 2007 study by the Centre of Land Policy 
and Valuations of the Universitat Politècnica de Catalunya showed that the initial investment to 
set up the IDEC SDI was recovered in just 4 months. The mix of OGC standards and web services 
helped them to meet their goals and accelerate payback of costs. 

Technology offerers are benefiting as well - now able to compete in markets that they were 
previously "locked out of" because customers' choices were limited by proprietary interfaces and 
encodings. 

 
OGC has continued to grow throughout the current recession. This trend shows that OGC’s 
standards have value during hard times. Agencies and businesses seeking improved 
interoperability in technology domains and application domains see OGC as the fastest, cheapest, 
best and often the only way to solve their geospatial interoperability problems. As more domains 
become spatially enabled, the remaining areas of non-interoperability become the focus of 
attention. And as awareness grows, people see the connection between geospatial 
interoperability and cost savings in other domains like urban planning, mortgage and real estate, 
climate change and smart grid. 

5.2.4.3. Possibility for Asynchronous and Synchronous communications 

The Open Geospatial Consortium, Inc (OGC) Web Services (OWS) were initially primarily simple 
synchronous Web services based on the HTTP transport protocol, which is perfectly valid in the 
case of the geo-processing of simple data available from local sources. However, with the 
development of Web-based geospatial technologies, especially the development of the Sensor 
Web, a number of limitations have been identified with using HTTP-GET/POST binding in OGC 
OWS, which cannot meet the needs of asynchronous communication and operations between 
clients and services or in OGC services chain. 
 

Asynchronicity in Web services can be achieved in different ways. Callback pattern is widely 
supported in client asynchronous invocation. Message-based middleware often can be used 
together with the asynchronous invocation alternatives. Web Notification Service (WNS) is 
designed to provide asynchronous message based communication in OGC. 
 

The addition of asynchronicity in OGC Web services can be obtained with the augmentation of 
OGC Web services with asynchronous message-based notification and with asynchronous OGC 
Web service orchestration based on BPEL. 
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(source: Asynchronous OGC web services mechanisms - Author(s): Min Min; Liping Di; Genong Yu; 
Nengcheng Chen; Jianya Gong) 
 

5.2.4.4. Suitability for geospatial web-services 

The OGC webservices were designed from the very beginning as geospatial web-services and are 
currently the most advanced and widely used solutions for geospatial web-services. Below is a 
summary of the main services offered by the OGC web-services: 
 

The Web Map Service Interface Standard (WMS) provides a simple HTTP interface for requesting 
geo-registered map images from one or more distributed geospatial databases. A WMS request 
defines the geographic layer(s) and area of interest to be processed. The response to the request 
is one or more geo-registered map images (returned as JPEG, PNG, etc) that can be displayed in a 
browser application. The interface also supports the ability to specify whether the returned 
images should be transparent so that layers from multiple servers can be combined or not. 
 

A Web Map Service (WMS) produces maps of spatially referenced data dynamically from 
geographic information. This International Standard defines a “map” to be a portrayal of 
geographic information as a digital image file suitable for display on a computer screen. A map is 
not the data itself. WMS-produced maps are generally rendered in a pictorial format such as PNG, 
GIF or JPEG, or occasionally as vector-based graphical elements in Scalable Vector Graphics (SVG) 
or Web Computer Graphics Metafile (WebCGM) formats. 

This International Standard defines three operations: one returns service-level metadata; another 
returns a map whose geographic and dimensional parameters are well-defined; and an optional 
third operation returns information about particular features shown on a map. Web Map Service 
operations can be invoked using a standard web browser by submitting requests in the form of 
Uniform Resource Locators (URLs). The content of such URLs depends on which operation is 
requested. In particular, when requesting a map the URL indicates what information is to be 
shown on the map, what portion of the Earth is to be mapped, the desired coordinate reference 
system, and the output image width and height. When two or more maps are produced with the 
same geographic parameters and output size, the results can be accurately overlaid to produce a 
composite map. The use of image formats that support transparent backgrounds (e.g. GIF or PNG) 
allows underlying maps to be visible. Furthermore, individual maps can be requested from 
different servers. The Web Map Service thus enables the creation of a network of distributed map 
servers from which clients can build customized maps. Illustrative examples of map request URLs 
and their resulting maps are shown in Annex G. 

This International Standard applies to a Web Map Service instance that publishes its ability to 
produce maps rather than its ability to access specific data holdings. A basic WMS classifies its 
geographic information holdings into “Layers” and offers a finite number of predefined “Styles” in 
which to display those layers. This International Standard supports only named Layers and Styles, 
and does not include a mechanism for user-defined symbolization of feature data. 
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The Web Feature Service (WFS) represents a change in the way geographic information is created, 
modified and exchanged on the Internet. Rather than sharing geographic information at the file 
level using File Transfer Protocol (FTP), for example, the WFS offers direct fine-grained access to 
geographic information at the feature and feature property level. Web feature services allow 
clients to only retrieve or modify the data they are seeking, rather than retrieving a file that 
contains the data they are seeking and possibly much more. That data can then be used for a wide 
variety of purposes, including purposes other than their producers' intended ones. 

In the taxonomy of services defined in ISO 19119, the WFS is primarily a feature access service but 
also includes elements of a feature type service, a coordinate conversion/transformation service 
and geographic format conversion service. 

The Web Coverage Service Interface Standard (WCS) defines a standard interface and operations 
that enables interoperable access to geospatial "coverages" that is, digital geospatial information 
representing space/time-varying phenomena. 

A WCS provides access to coverage data in forms that are useful for client-side rendering, as input 
into scientific models, and for other clients. The WCS may be compared to the OGC Web Feature 
Service (WFS) and the Web Map Service (WMS). As WMS and WFS service instances, a WCS allows 
clients to choose portions of a server's information holdings based on spatial constraints and other 
query criteria. 

Unlike WMS, which portrays spatial data to return static maps (rendered as pictures by the 
server), the Web Coverage Service provides available data together with their detailed 
descriptions; defines a rich syntax for requests against these data; and returns data with its 
original semantics (instead of pictures) which may be interpreted, extrapolated, etc., and not just 
portrayed. 

Unlike WFS, which returns discrete geospatial features, the Web Coverage Service returns 
coverages representing space/time-varying phenomena that relate a spatio-temporal domain to a 
(possibly multidimensional) range of properties. As such, WCS focuses on coverages as a 
specialized class of features and, correspondingly, defines streamlined functionality. 

WCS 2.0 uses the coverage model of the GML Application Schema for Coverages [OGC 09-146r1] 
which has been developed with the goal that coverages handled by a WCS can be more easily 
interchanged with other OGC services. WCS 2.0 supports all coverage types supported by said 
Application Schema; it is not constrained to quadrilateral grid coverages like previous WCS 
versions. 
 

A Web Processing Service (WPS) defines a standardized interface that facilitates the publishing of 
geospatial processes, and the discovery of and binding to those processes by clients. ―Processes‖ 
include any algorithm, calculation or model that operates on spatially referenced data. 
―Publishing‖ means making available machine-readable binding information as well as human-
readable metadata that allows service discovery and use. A WPS can be configured to offer any 
sort of GIS functionality to clients across a network, including access to pre-programmed 
calculations and/or computation models that operate on spatially referenced data. A WPS may 
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offer calculations as simple as subtracting one set of spatially referenced numbers from another 
(e.g., determining the difference in influenza cases between two different seasons), or as 
complicated as a global climate change model. The data required by the WPS can be delivered 
across a network, or available at the server. This interface specification provides mechanisms to 
identify the spatially referenced data required by the calculation, initiate the calculation, and 
manage the output from the calculation so that the client can access it. This Web Processing 
Service is targeted at processing both vector and raster data. 
 

The WPS specification is designed to allow a service provider to expose a web accessible process, 
such as polygon intersection, in a way that allows clients to input data and execute the process 
with no specialized knowledge of the underlying physical process interface or API. The WPS 
interface standardizes the way processes and their inputs/outputs are described, how a client can 
request the execution of a process, and how the output from a process is handled. Because WPS 
offers a generic interface, it can be used to wrap other existing and planned OGC services that 
focus on providing geospatial processing services. 

WPS is one of Open Geospatial Consortium's most recent interoperability standards. It was first 
proposed under version 0.4 in 2005, and some improvements were added in version 1.0.0 which 
was released in 2007, after requests for public comments and huge collaborative efforts by 
adopters and dedicated working groups. 

WPS is designed to standardize the way that GIS algorithms are made available on the Internet. It 
specifies a mean for a client to request the execution of a spatial calculation from a service. It 
intends to automate geoprocessing by employing geospatial semantics in a service-oriented 
architecture (SOA). WPS supports simultaneous processes via the HTTP GET and POST method, as 
well as Simple Object Access Protocol (SOAP) and Web Services Description Language (WSDL), thus 
providing freedom to the Web Service developer to choose the most suitable method regarding 
his implementation needs. 

There are three key requests that can be submitted to a WPS server. GetCapabilities, which first 
generates a metadata file as a XML document that describes the available processes on the server-
side. DescribeProcess, which then provides more detailed information of a specific process such as 
the necessary input data, the targeted output data format, as well as the service title and short 
abstract. 

Once all the necessary supplied parameters are gathered from DescribeProcess request, the 
processing task can be submitted to the server by the Execute request. The latter can answer 
directly to the client by returning the created output, or store the results as Web accessible 
resources, in an ExecuteResponse.  

This XML document contains the URL location of future status document update, and notifies the 
accepted and rejected processing tasks. Thus, the client can request the next ExecuteResponse 
document until the process completion is indicated by the “ProcessSucceeded”. While the Execute 
request is active, the progress of a process can be followed continuously with the 
“ProcessAccepted”, “ProcessStarted”, “ProcessSucceeded” and “ProcessFailed” statements. In 
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case of “ProcessSucceeded”, the ExecuteResponse includes either the raw generated outputs or 
some URL indicating the physical location where from the output data could be accessed. 

This short presentation of WPS shows that it is massively based on XML and the three key requests 
along with their respective responses, which cover the essential part of the OGC’s specification 
(Michael, Ames, 2007). 

5.2.4.5. Version differences 

 
WMS versions 

 

 WFS versions 

 

WCS versions 
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WPS versions 
 

 

5.2.4.6. Planned future developments/extensions/enhancements 

On 22 November 2010, the Open Geospatial Consortium (OGC®) issued a Request for 
Quotations/Call for Participation (RFQ/CFP) for the OGC Web Services, Phase 8 (OWS-8) 
Interoperability Initiative, a testbed to advance OGC's open interoperability framework for 
geospatial capabilities. The RFQ/CFP is available at 
http://www.opengeospatial.org/standards/requests/74. 
 

OWS testbeds are part of OGC's Interoperability Program, a global, hands-on and collaborative 
prototyping program designed to rapidly develop, test and deliver proven candidate specifications 
into OGC's Specification Program, where they are formalized for public release. In OGC's 
Interoperability Initiatives, international teams of technology providers work together to solve 
specific geoprocessing interoperability problems posed by the Initiative's sponsoring 
organizations. OGC Interoperability Initiatives include test beds, pilot projects, interoperability 
experiments and interoperability support services - all designed to encourage rapid development, 
testing, validation and adoption of OGC standards. 

The content of the OWS-8 initiative be organized around the following threads: 

 Observation Fusion  
o WCS 2.0 Earth Observation Application Profile, WCPS, Compliance Test Scripts 
o Detection, tracking, and bookmarking of moving objects in video, implemented 

using SWE and other OGC encodings and interfaces.  
 Geosynchronization (Gsync)  

o Geodata Bulk Transfer: The ability to distribute individual data sets and/or 
collections of data sets in a consistent manner offline and over networks. 

o Geosynchronization: Web services and client components to support 
synchronization and updates of geospatial data across a hierarchical Spatial Data 
Infrastructure (SDI). 

 Cross-Community Interoperability (CCI)  
o Advancement of semantic mediation approaches to query and use data based on 

different heterogeneous data models, which are available via OGC WFS. 
o Advancement of the use of style registries and styling services. 
o Advancement of the use of KML. 
o Advancement of the use of UML/OCL for Schema Automation on Domain Models. 

 

http://www.opengeospatial.org/standards/requests/74
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 Aviation  
o AIXM: Maturing the delivery, filtering and update of AIXM 5.1 using WFS-T/FE 

2.0; continuing the development of reusable tools, benchmarking of compression 
techniques for enhanced performance, advancing styling and portrayal support, 
and validating the emerging metadata and GML profiles.  

o Event Notification Architecture: including Digital NOTAM Events. 
o WXXM and weather information:  using coverages for encoding representative 

weather forecast and radar datasets, supporting on-demand Coordinate Reference 
System (CRS) specifications/transformations, exploring alternative distributed 
architectures for managing Units of Measure (UoM), demonstrating the 
applications of probabilistic Terminal Aerodrome Forecasts (TAF) decision making 
applications, and reviewing/validating the WXXM schemas. 

Schedule of Events and Milestones 

 Request for Quotation / Call for Participation (RFQ/CFP): 22 November 2010 
 Proposals due: 14 January 2011 
 Participant selections completed: 15 February 2011 
 OWS-8 Kickoff (3-day workshop in DC area, attendance required): 9-11 March 2011 
 OWS-8 Completion (final reports due): 30 September 2011 

Live demonstrations of OWS-8 results will be conducted at the September 2011 OGC Technical 

Committee meeting in Boulder, Colorado USA  
  

Demonstration videos of the testbed results are posted for public viewing within 30 days of 
testbed completion.  
 

5.2.5. BPEL workflow management 

5.2.5.1. Description, Maturity, field of application, acceptance, interoperability 

(source: Wikipedia) 
 

Business Process Execution Language (BPEL), short for Web Services Business Process Execution 
Language (WS-BPEL) is an OASIS[1] standard executable language for specifying actions within 
business processes with web services. Processes in Business Process Execution Language export 
and import information by using web service interfaces exclusively. 

Web service interactions can be described in two ways: executable business processes and 
abstract business processes. Executable business processes model actual behaviour of a 
participant in a business interaction. Abstract business processes are partially specified processes 
that are not intended to be executed. An Abstract Process may hide some of the required concrete 
operational details. Abstract Processes serve a descriptive role, with more than one possible use 
case, including observable behaviour and/or process template. WS-BPEL is meant to be used to 
model the behaviour of both Executable and Abstract Processes. 

http://www.opengeospatial.org/event/1109tc
http://www.opengeospatial.org/event/1109tc
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WS-BPEL provides a language for the specification of Executable and Abstract business processes. 
By doing so, it extends the Web Services interaction model and enables it to support business 
transactions. WS-BPEL defines an interoperable integration model that should facilitate the 
expansion of automated process integration both within and between businesses. 

BPEL is an orchestration language, not a choreography language. The primary difference between 
orchestration and choreography is executability and control. An orchestration specifies an 
executable process that involves message exchanges with other systems, such that the message 
exchange sequences are controlled by the orchestration designer. A choreography specifies a 
protocol for peer-to-peer interactions, defining, e.g., the legal sequences of messages exchanged 
with the purpose of guaranteeing interoperability. Such a protocol is not directly executable, as it 
allows many different realizations (processes that comply with it). A choreography can be realized 
by writing an orchestration (e.g. in the form of a BPEL process) for each peer involved in it. The 
orchestration and the choreography distinctions are based on analogies: orchestration refers to 
the central control (by the conductor) of the behavior of a distributed system (the orchestra 
consisting of many players), while choreography refers to a distributed system (the dancing team) 
which operates according to rules (the choreography) but without centralized control. 

BPEL's focus on modern business processes, plus the histories of WSFL and XLANG, led BPEL to 
adopt web services as its external communication mechanism. Thus BPEL's messaging facilities 
depend on the use of the Web Services Description Language (WSDL) 1.1 to describe outgoing and 
incoming messages. 

In addition to providing facilities to enable sending and receiving messages, the BPEL programming 
language also supports: 

 A property-based message correlation mechanism 

 XML and WSDL typed variables 

 An extensible language plug-in model to allow writing expressions and queries in multiple 
languages: BPEL supports XPath 1.0 by default 

 Structured-programming constructs including if-then-elseif-else, while, sequence (to enable 
executing commands in order) and flow (to enable executing commands in parallel) 

 A scoping system to allow the encapsulation of logic with local variables, fault-handlers, 
compensation-handlers and event-handlers 

 Serialized scopes to control concurrent access to variables 

5.2.5.2. General Pros and Cons 

(source: BPEL in a Service-Oriented Architecture http://soa.sys-con.com/node/47666)  
 

The primary benefit in BPEL is that the notion of interacting with Web services is built into the 
language. If the focus is almost exclusively on Web service orchestration, it is in some sense more 
natural to use a language that has these concepts built into it rather than a more general-purpose 
programming language. 
 

http://soa.sys-con.com/node/47666
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The defining technical characteristic of a service from a BPEL standpoint is that it is described in a 
WSDL. Every message exchange is described in a BPEL process in terms of portTypes and 
operations defined in the WSDL. BPEL does not assume that services are accessed via SOAP over 
HTTP, so when appropriate, more efficient bindings may be used. 
 

A business process must be a stateful service in the sense that it remembers the salient points 
from the beginning of the conversation instead of needing to start from scratch when it receives 
another message, BPEL offers that possibility. 

In order to support multiple concurrent requests, BPEL also offers some means of correlating 
which messages go to which conversation. One way to perform correlation is to insert explicit 
conversation identifiers into each message to identify the conversation in which that message is 
participating. Sometimes that works fine, and there are provisions for message identifiers and 
conversation identifiers in both JMS and in WS-Addressing. At other times, however, this is 
unnecessarily restrictive.  

For example, someone sending a message might not know what conversation identifier to use, or 
even whether there is an existing conversation or if a new conversation must be created. BPEL 
handles these cases by introducing the concept of correlation and allowing processes to define 
correlations with respect to message contents. 
 

The flexibility to orchestrate services using both explicit and implicit conversation identifiers is a 
powerful tool in modelling extended conversations. 
 

Once we open our process up to a longer-running life cycle, a number of interrelated issues comes 
to the forefront. One is synchronous versus asynchronous messaging. Asynchronous messaging is 
more appropriate for longer-running processes because it doesn't require connections to be 
maintained for unreasonable amounts of time or use unreasonable amounts of resources in 
maintaining connections. Another issue that lurks behind the notion of long-running processes is 
process persistence. The longer a given process is expected to run, the more critical it is that 
processes persist across power cycles. When processes span weeks and months, persistence is 
essential. A major benefit of implementing a long-running process as a BPEL process is that the 
persistence of the process can be provided by the BPEL engine, greatly simplifying the business 
logic. 
 

In a SDI configuration, one of the items most subject to change is the endpoint of the various 
services. A desirable feature of a Service Oriented Architecture is that these endpoints are 
dynamically and remotely manageable. Several technologies are relevant here. WSDL provides 
static endpoints, which are useful but limiting. A common practice is to separate the interface 
WSDL, which excludes the endpoint, and the implementation WSDL, which includes it. The key 
abstraction that BPEL offers in this is the notion of a partner link. Partner links may be specified at 
deployment time or at runtime. Because partner links are a first-class concept in BPEL and can be 
manipulated directly in processes, BPEL provides a full solution to endpoint management from the 
simple static deployment to the dynamic resolution that may depend on multiple factors, 
including technical considerations as well as business logic. 
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5.2.5.3. Possibility for Asynchronous and Synchronous communications 

From WS-Coordination to WS-Transaction to BPEL 
 

Web Services increasingly tie together a large number of participants forming large distributed 
computational units -- we refer to these computation units as activities. The resulting activities are 
often complex in structure, with complex relationships between their participants. The execution 
of such activities often takes a long time to complete due to business latencies and user 
interactions. The WS-Coordination specification defines an extensible framework for coordinating 
activities using a coordinator and set of coordination protocols. This framework enables 
participants to reach consistent agreement on the outcome of distributed activities. The 
coordination protocols that can be defined in this framework can accommodate a wide variety of 
activities, including protocols for simple short-lived operations and protocols for complex long-
lived business activities". 
 

BPEL is at the top of the WS-Transaction stack and utilizes WS-Transaction to ensure reliable 
execution of business processes over multiple workflows. 
 

An important aspect of WS-Transaction that differentiates it from traditional transaction protocols 
is that a synchronous request/response model is not assumed. This model derives from the fact 
that WS-Transaction is layered upon the WS-Coordination protocol whose own communication 
patterns are asynchronous by default" 
 

BPEL is at the top of the WS-Transaction stack and utilizes WS-Transaction to ensure reliable 
execution of business processes over multiple workflows. BPEL logically divides the reliable 
execution of business processes over multiple workflows into two distinct aspects. The first is a 
process description language with support for performing computation, synchronous and 
asynchronous operation invocations, control-flow patterns, structured error handling, and saga-
based long-running business transactions. The second is an infrastructure layer that builds on 
WSDL to capture the relationships between enterprises and processes within a Web services-
based environment." 
 

5.2.5.4. Suitability for geospatial web-services 

(source: Handling and communicating uncertainty in chained geospatial Web Services - Richard 
Jones, Lucy Bastin, Dan Cornford, Matthew Williams - Knowledge Engineering Group - Aston 
University - Birmingham, United Kingdom - jonesrm1@aston.ac.uk) 

To create workflows involving web services, OASIS (Organization for the Advancement of 
Structured Information Standards) define the BPEL (Business Process Execution Language) 
standard. Using this language it is possible to specify peer-to-peer interaction between a number 
of services, of both a synchronous and asynchronous nature (OASIS, 2007). Interactions for a 
workflow are specified in an XML-based script and deployed remotely on an engine, which is 
responsible for the orchestration of the services involved. The chain is then exposed and can be 
consumed in a ‘stateless’ manner. This simply means that the component services store no 
information about the specific client. 
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BPEL is built on Web Service standards, and has a reliance on two related technologies: WSDL 
(Web Service Description Language) and to a lesser extent, SOAP (Simple Object Access Protocol). 
A service can only be included in a BPEL workflow if it is described with a WSDL document. SOAP is 
the preferred format for messages, but other mechanisms can be used. While the current SOS 
(OGC, 2007a) and WPS (OGC, 2007b) specifications do not contain enough concrete detail for 
service providers to integrate SOAP / WSDL, it is possible to support the inclusion of existing SOS 
and WPS instances in BPEL workflows through the use of generic WSDL documents. These 
documents simply describe the HTTP POST interfaces of the operations of interest, i.e. 
GetObservation and Execute for a SOS and WPS respectively. The GetObservation operation allows 
a user to request observations based on given criteria, such as bounding box or time span, and the 
Execute operation performs a selected process on data. 

Albeit is possible to use existing SOS and WPS instances in the BPEL chain without modifying any 
services, there are some issues with this method. Using SOS and WPS instances based on the 
current OGC specifications, only HTTP POST and GET transport is available. Any error (or 
‘exception’) which occurs part-way through a chain’s execution (for example, a failure of an 
individual model to converge on a satisfactory solution, or a memory problem due to huge data 
inputs) needs to be identified at source in order to correct the problem or at least evaluate its 
impact on the subsequent analyses. While SOAP transport has standard fault elements, allowing 
BPEL to catch a fault returned by a service, HTTP POST does not. As the generic WSDL documents 
for a WPS only specify that the input message must be of type Execute and the output message 
will be of type ExecuteResponse, the consumer is unaware of the exact input and output 
parameters for each process. Therefore, these parameters must be obtained through a 
GetCapabilities request and added to the base Execute document in the BPEL script. This makes 
the chain creation using OGC Web Services and BPEL complicated, as the user must be 
knowledgeable on the WPS specification. These matters could be resolved with concise WSDL 
documents or an appropriate client for BPEL workflow creation. 

Additional issues arise for the user when using services that have input and outputs described with 
complex schemas, such as GML and O&M. These schemas define a number of geographic and 
observation-based primitives. Due to the large number of elements in these schemas, the service 
consumer is often unaware of the exact elements that are required, for example a GML Point with 
latitude/longitude coordinates, or an O&M Observation with a floating point result. It is rare that a 
service will be able to understand every element in a complex schema. While the precise data 
requirements could be specified in a textual description, there is currently no mechanism 
supporting machine readable descriptions in the WPS specification, something which would 
facilitate the automatic composition of chains and allow the generation of more intuitive client 
software and interfaces. 

The WPS specification allows data to be passed as a reference, therefore reducing data transfer 
between services and the orchestration engine. However, some data may require additional 
selection within the BPEL process as only a subset of the output data from one service may be 
required as input to the next service, making reference passing unfeasible and therefore requiring 
data to be transferred between the orchestration engine and services. 
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Other workflow systems, such as Taverna and Kepler, are also freely and publicly available. These 
systems have several advantages over BPEL – for example, a more compact set of data flow 
modelling primitives, and tools to support the complete workflow lifecycle such as discovery and 
results analysis (Tan et al., 2009). While it is possible to share the saved workflow description in 
each of these systems, they generally run locally and require that the recipient wishing to execute 
the workflow installs a copy of the client. This presents a barrier to workflow reuse. BPEL, on the 
other hand, exposes chains as standard WSDL documents, allowing them be consumed either by 
using a generic client, or by automatically generating client code which can be used in applications. 

A relatively simple chain can illustrate the potential for chaining of geospatial web services 
allowing informed decision-making under real-world conditions. Using interoperable standards, 
granular functionality can be exposed as reusable Web Services. These services can then be 
utilised to create complex workflows. The use of ‘uncertainty-enabled’ services allows the 
propagation of uncertainty throughout the chain. 

In taking the idea to more complex geospatial models, several technical and scientific issues arise. 
In a contrived chain it is possible to ensure that service inputs and outputs are compatible with 
each other, and in the event that they were not, a translation service can be sued used. However, 
in reality services can use many heterogeneous data formats, requiring mechanisms for translating 
data from one format to another and a restricted set of formats for services taking part in the 
uncertainty-enabled Model Web. The suitability of BPEL will also have to be assessed for more 
complex models, as outstanding issues such as efficiency, exception handling, and composition 
complexity will be even more prevalent. Furthermore a mechanism is also required to specify that 
a service can understand and propagate uncertainty, and describe what inputs and outputs have 
uncertainty, and what types they support. If all services can describe the type of uncertainty they 
support in a standard way, automatic translation will be possible. 

5.2.5.5. Version differences 

IBM and Microsoft had each defined their own, fairly similar, "programming in the large" 
languages: WSFL and XLANG, respectively. With the advent and popularity of BPML, and the 
growing success of BPMI.org and the open BPMS movement led by JBoss and Intalio Inc., IBM and 
Microsoft decided to combine these languages into a new language, BPEL4WS. In April 2003, BEA 
Systems, IBM, Microsoft, SAP and Siebel Systems submitted BPEL4WS 1.1 to OASIS for 
standardization via the Web Services BPEL Technical Committee. Although BPEL4WS appeared as 
both a 1.0 and 1.1 version, the OASIS WS-BPEL technical committee voted on 14 September 2004 
to name their spec "WS-BPEL 2.0". (This change in name aligned BPEL with other Web Service 
standard naming conventions which start with "WS-" and took account of the significant 
enhancements made between BPEL4WS 1.1 and WS-BPEL 2.0.) If not discussing a specific version, 
the moniker BPEL is commonly used. 

(source: BPEL4WS 1.1 To WS-BPEL 2.0 - An SOA Migration Path http://soa.sys-

con.com/node/155617?page=0,0)  
 
 
 

http://soa.sys-con.com/node/155617?page=0,0
http://soa.sys-con.com/node/155617?page=0,0
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BPEL 1.1 Features That No Longer Exist 

Some features have been removed from BPEL 1.1. The concept of "partner" is no longer available 
for BPEL 2.0. A "partner" groups several "partnerLinks," and in doing so represents a common 
endpoint. Aside from being descriptive, the "partner" concept did not have any executable 
property, so it was decided that the language did not need this concept. 

The XML element "compensationHandler" and the XML attribute "enableInstanceCompensation" 
in the top-level "process" element have been removed. Instance (process) level compensation 
handlers never had any mechanism for being invoked; therefore, because they could not be used 
instance level compensation handling is no longer supported. 

Since it is very unlikely that any BPEL 1.1 engine made use of either of these concepts, it is 
generally safe enough to just remove them from the process definition when migrating to BPEL 
2.0. 

Syntactic Changes 
 
The following changes are just syntactic. You can simply do a simple find-and-replace to migrate to 
BPEL 2.0: 

 Replace the XML attribute "variableAccessSerializable" with "isolated" 

 Replace the XML tag "terminate" with "exit" 

 Replace the XML attribute "onMessage" of event handlers with "onEvent" 

 Move the XML attribute "joinCondition" that is present in BPEL activities to be a child 
element of "targets," as in the following XML fragment: 

 
      <invoke name="settleTrade"> 
         <targets> 
           <joinCondition> 
             $buyToSettle and $sellToSettle 
           </joinCondition> 
           <target linkName="buyToSettle"/> 
         </targets> 
      </invoke> 
 

 Replace the XML attribute value "rendezvous" of the attribute "initiate" with the attribute 
value "join" 

 The schema type "tRole" no longer has a child element representing the port type; instead, 
the port type is now specified as an attribute directly in the role itself, as demonstrated in 
the following fragment: 

 
      <plnk:partnerLinkType name="shippingLT"> 
         <plnk:role name="shippingService"portType="shippingServicePT"/> 
      </plnk:partnerLinkType> 
 

 The attribute "portType" of messaging activities such as "receive," "invoke," "reply," "pick," 
and "onEvent" is no longer mandatory and can be omitted 
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 The URI used to specify XPath 1.0 as the expression/query language of choice has been 
changed, so replace the attribute value "http://www.w3.org/TR/1999/REC-xpath-19991116" 
of the attributes "expressionLanguage" and "queryLanguage" with the attribute value 
"urn:oasis:names:tc:wsbpel:2.0:sublang:xpath1.0"  

 

In addition to these, the syntax for assignments has been changed, but we will discuss this in a 
separate section. 
 

Extensibility of Expression/Query Languages 
 

In BPEL 1.1 expressions are used by switch conditions, while conditions and assignments such as 
XPath expressions are constrained as being an XML attribute value. Although this is not generally a 
problem for XPath 1.0 expressions, it is awkward for more complex languages such as XPath 2.0 or 
XQuery 1.0. XML attributes do not provide enough "real estate" for complicated expressions and 
also do not allow for the use of other XML features such as CDATA, or to write XML itself as the 
expression. 
 

Hence, to allow for better extensibility of BPEL using external languages, the authoring of 
expressions and queries are now realized within XML tags (elements) instead of attributes. In 
practice this means that the XML attributes "for," "until," "joinCondition," "transitionCondition," 
"expression," "query," and "condition" must all be changed to be XML elements, which would then 
contain the expressions (the expressions are the former attribute values). The following snippet 
shows an example of this conversion for XPath 1.0. Note that the attribute "expressionLanguage" 
is optional. 
 

<while> 
   <condition expressionLanguage="urn:oasis:names:tc:wsbpel:2.0:sublang:xpath1.0"> 
$itemsShipped < bpws:getVariableProperty('shipRequest','sns:itemsTotal') 
   </condition> 
   <sequence> 
     <!- do something --> 
   </sequence> 
</while> 

 

Listing 1 shows an example of a nonstandard usage of XQuery 1.0 as the expression language. 
BPEL 2.0 has thus far only standardized the usage of XPath 1.0. 
 

Links 
 

Links are used to specify synchronization dependencies between nested activities within a flow. In 
BPEL 1.1, links could not cross the boundary of structured activities such as "while," "isolated 
scope," "event handler," and "compensation handler." In BPEL 2.0, this restriction has been made 
stronger. Links that create a reentrant control path in scopes are no longer permitted. The reason 
for this tightening is to simplify the semantic of compensation handling. Figure 1 illustrates this 
banned scenario. 
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Messaging 
 

Several aspects of messaging for BPEL 1.1 are unspecified. For example, there is no defined 
behavior for a process that receives a message for a request-response operation and finishes 
without replying. In BPEL 2.0, such a scenario would have trigged a new BPEL standard fault called 
"missingReply" fault. 
 

Another example has to do with event handlers. In BPEL 1.1 global event handlers are enabled as 
soon as the process starts, but the specification does not go into details to define exactly what 
that entails. Would an event handler instance be executed concurrently with the execution of the 
start activity that created the process instance? If so, what if the event handler instance is 
accessing some variable that would have been initialized by the start activity? All of these issues 
are left for the vendor implementation to answer. In contrast, BPEL 2.0 explicitly states that the 
global event handler is only enabled after the start activity has completed its execution, thus 
decreasing any chances for race conditions. However, what if there are multiple event handler 
instances? Do they operate on the same input variable? In BPEL 2.0, an "onEvent" activity declares 
its own input variable, hence each event handler instance works with its own local copy of the 
input data. The following snippet provides an example of a BPEL 2.0 event handler declaration: 
 

<onEvent partnerLink="eventLink" operation="event1" variable="inputVar" 
messageType="tns:eventMessage"> 
   <correlations> 
     <correlation set="id" initiate="no"/> 
   </correlations> 
   <sequence> 
     <!-do something --> 
   </sequence> 
</onEvent> 

 

BPEL does not allow a process instance to have multiple outstanding replies for the same request-
response operation. This restriction prevents concurrent event handler instances for the same 
request-response operations from being supported. BPEL 2.0 solves this problem by allowing 
"correlationSets" to be declared in an "onEvent," thereby disambiguating the event handler 
instances. However, because this is a common user scenario, it is expected that vendors solved 
this specification shortcoming of BPEL 1.1 by providing their own vendor-specific mechanism that 
will likely differ from the BPEL 2.0 solution. 
 

There is no automatic way of migrating a business process to address these issues. People will 
have to understand how the vendor-specific behavior of the BPEL 1.1 engine being used is 
different from the BPEL 2.0-compliant behavior and take the appropriate actions. For example, 
consider the issue of the new BPEL fault "missingReply." It may be that one vendor-specific 
behavior prior to BPEL 2.0 was to raise a vendor-specific fault, i.e., "vendor:myFault," in which 
case the migration consists of replacing the vendor-specific fault with the new BPEL standard fault 
"missingReply." 
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Compensation Handling 
 

Compensation handling is one of the distinguishing features of BPEL. It allows business processes 
to support long-running activities. 
 

In BPEL 1.1, a compensation handler is executed with a frozen snapshot of the BPEL variables 
made at the time that the compensation handler was installed. In contrast, compensation 
handlers in BPEL 2.0 work off live data; that is, they use the current value of the BPEL variables. 
One way of mitigating this difference by guaranteeing that the BPEL variables are not changed is to 
declare them local to the scope that may be compensated. 

 
Compensation handlers declared within isolated scopes are not themselves isolated in BPEL 1.1. 
This is changed in BPEL 2.0: compensation handlers within isolated scopes also have isolated 
behavior. Note however that the scope and the compensation handler do not share the same 
isolation domain. 
 

In BPEL 2.0, attempts to invoke the same compensation handler more than once result in a no-op 
operation, as a replacement for raising the BPEL standard fault "repeatedCompensation," which 
has been removed. This makes sense because it seems unlikely that a business process would have 
a need to handle such a fault. 
 

Data Manipulation 
 

Data manipulation has changed significantly in BPEL 2.0. There are two parts to understanding 
these changes. First, BPEL 2.0 defines a data model to represent the BPEL variables. Second, BPEL 
2.0 defines rules for mapping this data model to the different languages, such as XPath 1.0. 
 

The BPEL 2.0 data model is based upon XML infoset. Each BPEL variable is conceptually a separate 
set of XML documents. In the case of BPEL variables of WSDL message types, each WSDL message 
part is mapped into a separate XML document of the set. BPEL 2.0 data model mapping to XPath 
1.0 is simplified, the BPEL XPath extended functions "getLinkStatus()" and "getVariableData()" 
were removed, and propagation of application data is done using XPath variables. 
 

Let's look at the first case. Instead of using "getLinkStatus(linkName)" to access the status of a link, 
one can just reference the link directly as an XPath variable, that is, by adding the "$" character to 
the link name, as shown in the following fragment: 
 

<joinCondition> 
    $buyToSettle 
</joinCondition> 

 

The same idea applies to accessing BPEL variables. Instead of using "getVariableData(varName, 
partName)," one would reference the variable by using the "$varName" convention. However, in 
case of variables of WSDL messages, a part is referenced by appending the "." character and the 
part name to the variable name, as illustrated in the following snippet: 
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<assign> 
   <copy> 
     <from variable="value"/> 
     <to>$outputVar.value</to> 
   </copy> 
</assign> 

 

Queries on property aliases also make use of the same concept. In this case, a BPEL predefined 
variable named "source" must be used to reference the BPEL variable in question, as 
demonstrated below: 
 

<bpws:propertyAlias propertyName="tns:phoneNumber" messageType="tns:outputMessage"> 
<bpws:query>$source.value</bpws:query> 
</bpws:propertyAlias> 

 

In BPEL 1.1 it is not clear what the result of "getVariableData()" is. Is it an XML document 
fragment? Is it just character data? BPEL 2.0 tightens the definition by specifying that the XPath 
variable referencing a BPEL variable resolves to the document element of the appropriate XML 
document. Thus it becomes clear what can or cannot be accessed in the resulting document. For 
example, you are able to access the XML attributes and child elements of a BPEL variable using 
XPath 1.0 expressions, however you will not be able to navigate to a parent node to try to access a 
different WSDL message part using XPath 1.0, since we have seen that each WSDL message part is 
contained in a separate XML document. There is one caveat to this rule: when used in the context 
of an expression (in contrast to being used in the context of a query), BPEL variables of simple type 
return the simple type content itself (character data) instead of the document element. This is 
done to simplify common usage scenarios. Listing 2 shows XPath 1.0 expressions being used to 
access multiple BPEL variables of different Schema types. 
 

Finally, the BPEL "assign" construct itself has changed. Aside from the changes to the "expression" 
and "query" attributes that we have seen previously, literal assignments must now be authored 
within a "literal" element, as shown below: 
 

<assign> 
  <copy> 
      <from> 
          <literal> 
              <addr:phoneNumbertype="work"> 
                <addr:countryCode>1</addr:countryCode> 
                <addr:areaCode>408</addr:areaCode> 
                <addr:number>570-8000</addr:number> 
            </addr:phoneNumber> 
        </literal> 
    </from> 
    <to variable="phoneNumber" /> 
    </copy> 
</assign> 
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Conclusion 

For all but the simplest business processes, migration from BPEL 1.1 to BPEL 2.0 is not an easy 
task. Some of the syntactic changes can be automated, however the semantic differences, 
especially when dealing with links, messaging, compensation handling, and data manipulation, 
demand a comprehensive and time-consuming process. 

Nonetheless, BPEL 2.0 is a huge step forward from BPEL 1.1. Whereas BPEL 1.1 provided a 
framework for BPM, BPEL 2.0 is moving towards allowing for the portability of execution of 
business processes across vendors, and as such, is an important hallmark in the industry. 

5.2.5.6. Planned future developments/extensions/enhancements 

Summary of the new features of WS-BPEL 2.0: 

 New activity types: repeatUntil, validate, forEach (parallel and sequential), rethrow, 
extensionActivity, compensateScope 

 Renamed activities: switch/case renamed to if/else, terminate renamed to exit 

 Termination Handler added to scope activities to provide explicit behavior for termination 

 Variable initialization 

 XSLT for variable transformations (New XPath extension function bpws:doXslTransform) 

 XPath access to variable data (XPath variable syntax $variable[.part]/location) 

 XML schema variables in Web service activities (for OASIS WS-I doc/lit style service 
interactions) 

 Locally declared messageExchange (internal correlation of receive and reply activities) 

 Clarification of Abstract Processes (syntax and semantics) 

 Enable expression language overrides at each activity 
 

5.2.6. Wf-XML 

5.2.6.1. Description, Maturity, field of application, acceptance, interoperability 

Wf-XML is a Business Process Management (BPM) standard developed by the Workflow 
Management Coalition. 

Wf-XML is designed and implemented as an extension to the OASIS Asynchronous Service Access 
Protocol. ASAP provides a standardized way that a program can start and monitor a program that 
might take a long time to complete. It provides the capability to monitor the running service, and 
be informed of changes in its status. Wf-XML extends this by providing additional standard web 
service operations that allow sending and retrieving the “program” or definition of the service 
which is provided. A process engine has this behavior of providing a service that lasts a long time, 
and also being programmable by being able to install process definitions. 

Wf-XML offers a standard way for a BPM engine to invoke a process in another BPM engine, and 
to wait for it to complete. Process editing tools and process execution tools may be produced by 
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different vendors. A standard way to retrieve process definitions and send definitions will allow a 
user to match the best process definition tool with the best process execution engine for their 
needs. Wf-XML completes the job by giving a standard way to pass the process definition between 
the design tool and the execution engine 
 

5.2.6.2. Suitability for geospatial web-services 

(source: Putting the GeoWeb to Work – Geospatial Workflows - by Raj Singh - Director of 
Interoperability Programs - Open Geospatial Consortium, Inc. (OGC)) 
The SOAP/WSDL/BPEL approach to chaining Web services is one of the most widely used ways to 
implement service oriented architectures (SOA). However, other approaches, notably REST 
(Representational State Transfer) services, are also used to implement services in an enterprise. 
Some feel that Web services do not need the extra layer of description provided by SOAP and 
WSDL to build reliable workflows. REST uses little more than HTTP and other parts of the basic 
Web platform. In the SWE (Sensor Web Enablement) thread of OWS-5, participants used a REST-
based architecture and WfXML to create workflows that allow raw earth observation data to be 
first acquired from assets such as the EO-1 satellite, and then utilized by different web processing 
services. Relevant data are then published and distributed to end-users in formats such as 
GeoAtom (Atom with GeoRSS extensions) and KML. 
 

5.2.6.3. Version differences 

The roots of the Wf-XML effort began in 1997 with the Internet Engineering Task Force (IETF) 
effort named Simple Workflow Access Protocol (SWAP) lead by Netscape, Oracle Corporation and 
others. This was followed by the WfMC standard known as Wf-XML 1.0 and Wf-XML 1.1. Wf-XML 
was implemented by a number of commercial products. Wf-XML 1.0 and Wf-XML 1.1 predated 
SOAP and so did not use SOAP message structures. ASAP and Wf-XML 2.0 uses SOAP messages to 
provide the same capability. 

Wf-XML provides a standard way to retrieve a process definition from a BPM engine, and to 
provide an updated one to the BPM engine. A process design tool could used this standard web 
services based protocol to browse processes on remote BPM server. It provides an interface 
between such a design tool and the BPM engine; this is the traditional WfMC Interface 1 for 
getting and setting the process definition. There is no other effort known to be proposed for 
standardizing this interaction. 

Wf-XML 2.0 is defined using WSDL, thus generally accepted as a standard web service. It should be 
known that services built using Wf-XML 2.0 and later are not backwards compatible with those 
using Wf-XML 1.1, as the earlier protocol was not based on SOAP messages. 
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5.2.7. OpenID 

5.2.7.1. Description, Maturity, field of application, acceptance, interoperability 

 
(source: Wikipedia) 
 
OpenID is an open standard that describes how users can be authenticated in a decentralized 
manner, obviating the need for services to provide their own ad hoc systems and allowing users to 
consolidate their digital identities. 

The OpenID protocol does not rely on a central authority to authenticate a user's identity. 
Moreover, neither services nor the OpenID standard may mandate a specific means by which to 
authenticate users, allowing for approaches ranging from the common (such as passwords) to the 
novel (such as smart cards or biometrics). 

The term OpenID may also refer to an ID as specified in the OpenID standard; these IDs take the 
form of a unique URL, and are managed by some 'OpenID provider' that handles authentication. 

OpenID authentication is now used and provided by several large websites. Providers include AOL, 
BBC, Google, IBM, MySpace, Orange, PayPal, VeriSign, LiveJournal, and Yahoo! 
 

The adoption of the technology is large and growing, as of December 2009, there are over 1 billion 
OpenID enabled accounts on the Internet and approximately 9 million sites have integrated 
OpenID consumer support. 
 

 
 

Figure 9: Feature comparison of OpenID, OAuth and SAML(source: Wikipedia) 
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5.2.7.2. Suitability for geospatial web-services 

(source: SECURE SERVICE COMPOSITION IN SENSOR WEB - Genong (Eugene) Yu, Liping Di - Center 
for Spatial Information Science and Systems, George Mason University, 6301 Ivy Lane, Suite #620, 
Greenbelt, MD 20770, USA) 
 
Geospatial Web Services have been populated. Interoperability at the service level becomes 
realistic. One level is the composition of geospatial Web services in a workflow environment. For 
example, the workflow can be scripted in Business Execution Language (BPEL) and get executed at 
a BPEL execution engine. Interoperation raises the concern of security to Web services and data. 
Certain information and services need to be restricted to limited users. Access should be protected 
using some security measures. This is not just limited to user/password authorization, but data 
integrity and rule-based access control. 
 

A workflow needs to access several services in one execution. If many of the services need 
authorization and data protection, the BPEL execution engine need to be a participant in the 
secured workflow to allow the data and services to be passed along. Several special issues for 
workflow security arise. One is if there are many authorization keys and how the workflow gets 
these keys without breaking the rules of desired security. Feeding all the authentications into the 
workflow is not a good choice since they may expose a 
security issue itself. Another is how to protect the workflow engine itself in executing a secured 
workflow.  
 

The Open Geospatial Consortium, Inc (OGC) has two geospatial security extensions. One is 
Geospatial eXtensible Access Control Markup Language (GeoXACML) which is an extension to 
Organization for the Advancement of Structured Information Standards (OASSIS) eXtensible Access 
Control Markup Language (XACML). It supports “Click-through” and access control. Another is Geo 
Rights Management (GeoRM) for data use control. The GeoRM developed a Geospatial Digital 
Rights Management Reference Model (GeoDRM RM). 
 

The OGC Web Services 6 (OWS 6) is developing the public key infrastructure (PKI) for geospatial 
Web services. This should resolve the problem of authorization specifically for geospatial web 
services. Security concern for Sensor Web has emerged during OWS 6. Sensor Web enablement 
services enable the live connection between sensors and end users. The access to the original 
sensors in many cases has to be secured for safety. Authorization is required. Also, the data 
integrity should be protected. The amount of data relayed through the Internet and leaves many 
places to be attacked and tampered en route. These threats can be tampering and forgery of data, 
illegal copy and distribution of data, unauthorized service, refusing of access privilege, exposure of 
confidential information, data error, tampering and deletion of data, and failure of interoperability 
of system. These can be roughly grouped into two main groups: authorization and authentication. 
OpenID provides one alternative route to allow users to login once and access any of the services 
s/he is entitled to. This is what the workflow engine needs to enable a secure execution of 
workflow that involves many services. 
 

OGC GeoXACML is a policy defining language that specifies the user control up to geographical 
features or geometry. GeoDRM is a reference model that gives an abstract specification for 
geographical digital rights management. For general Web services, WS-Security (Web Services 
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Security) is a protocol that guides the security implementation to Web services. The security policy 
can be specified and implemented in different profiles, such as Username Token Profile, X.509 
Token Profile], SAML Token profile, Kerberos Token Profile, Rights Expression Language (REL) 
Token Profile, and SOAP with Attachments (SWA) Profile. 
 

In the workflow security demonstration performed at George Mason University, the SAML profile 
is used. SAML stands for Security Assertion Markup Language. SAML can be used to define 
restrictions and digital signatures. The first part is for user control that defines to what extent the 
user has the authorization. The digital signature part is for data integrity verification. A digital 
signature should be unique to a dataset. A tampered data would fail at the verification of digital 
signature. 
 

The figure below shows the general architecture for OpenID security enablement. OpenID allows a 
user to have one single sign-in and use all the resources the user is authorized to access. This 
architecture can applied to support the workflow engine to execute under a secured environment. 
The workflow engine should be treated as an entity that needs to have an identity under the 
OpenID. The security is enabled by securing the engine itself and allowing the engine to access 
secured geospatial Web services. Under the security model of WS-Security, different policy 
profiles can be used to define the security policy. WSSecurity is targeting Simple Object Access 
Protocol (SOAP). All Web services should be described by Web Service Description Language 
(WSDL). BPEL, the workflow scripting language, requires the description of Web service in WSDL. 
Therefore, SAML is chosen to examine the security implementation under WS-Security. 
 

The current BPEL does not support the passing of security tokens in SAML to component Web 
services of a workflow. BPEL language does not access the header information of a SOAP message, 
while the security tokens can be inserted into the SOAP header. An extension to BPEL was 
implemented to support the access of SOAP header. This allowed BPEL execution engine to pass 
security tokens to individual services. 

 
Figure 10: Architecture for an OpenID enabled Geospatial workflow (source: G. Mason Uni) 
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5.2.7.3. OpenID conclusions 

An OpenID scenario was successfully implemented and tested by the Center for Spatial 
Information Science and Systems in George Mason University. In their conclusions they report that 
the OpenID approach worked well for saving the engine to deal with multiple authorization and 
left less opportunity for leaking of secured keys. However, OpenID required that all services are 
OpenID-enabled which may be an issue as users may have their preference in security measures. 
An extension to BPEL was implemented to support the passing of security tokens to component 
Web services. 
 

5.2.8. Summary 

 SOAP vs REST 
An emerging best practice seems to be to use REST for user interfaces and perhaps client 
applications, where a human is doing the work. These applications seem to be more 
forgiving: If the GUI doesn’t respond or perform as expected, the user notices and tries 
something else. REST can be especially useful with Ajax, where simplicity is prized over 
correctness. On the other hand SOAP/WSDL is recommended for application integration, 
where applications are talking to each other without human intervention or supervision. In 
this context, strong interfaces, provable correctness, and management and migration of 
service interfaces are prized over simplicity. (source: IBM) 

 

 Workflows 
Workflows can be formally described in ways that are essentially programs that invoke Web 
services that invoke other Web services that invoke other Web services. With the use of 
workflows, analytical models, decision support tools and other complex resources can be 
created quickly delivering results in this way, and, optionally, providing documentation of 
steps. The enabling technology is available. Recently, the OGC members approved formation 
of a Workflow Domain Working Group, a forum for describing, discussing, and providing best 
practice guidance related to geospatial workflows using existing workflow standards. 
(source: Putting the GeoWeb to Work: Geospatial Workflows - Raj Singh) 

 

 OGC webservices 
These OGC specifications have proliferated rapidly through the geospatial community and 
have been implemented by various environmental initiatives including the European INSPIRE 
directive. However, despite the widely acknowledged advantages of the OGC standards, they 
suffer from a number of significant limitations due to adopting a ‘RESTful’ ‘stateless’ view of 
web resources. In general, OGC specifications do not distinguish data resources from their 
access services, and nor do they fully support asynchronous interaction sequences. In 
addition, there is no notion of other resource types (e.g. computational) separate from data 
and the OGC service instance. Further, secure access to the resources being exposed by 
services is not addressed within the OGC specifications (although this is the subject of 
considerable ongoing work). These limitations restrict scalability, and have resulted in ad-
hoc and non-standardised approaches to their implementations in many cases. (source: 
Grid-enabling OGC Web Services - Arif Shaon, Andrew Woolf - e-Science Centre, Science and 
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Technology Facilities Council(STFC) - Rutherford Appleton Laboratory, Chilton, Didcot, OXON 
OX11 0QX) 

 

 Security 
In order to secure the access to resources and services when chaining geospatial web-
services with a workflow engine, the use of OpenID as a single sign-on mechanism  - given by 
the user the workflow engine he is using – seems to be a possible solution. An extension to 
BPEL is required to support the access of SOAP header, allowing BPEL execution engine to 
pass security tokens to individual services. (source: SECURE SERVICE COMPOSITION IN 
SENSOR WEB - Genong (Eugene) Yu, Liping Di - CSISS, George Mason University)
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Table 2: Web-service technologies – Summary table 

 Maturity 
Sync/Async – 

Push/Pull 
Pros Cons Suitability for Geo-spatial 

SOAP/WSDL 
The most mature 
standard for web-

services  

Yes, through the use 
of WS-* extensions 

Very mature, lots of 
tools, all standardized, 

many extensions 

May lead to complexity 
in a system that needs 

loose coupling or 
frequent changes 

Very suitable, has been used 
as a base technology for 
OGC web services (OWS) 

REST/WADL 
Relatively new but 
well adopted and 

fast growing 

Not standardized but 
possible 

Simplicity, less reliant on 
language or platform, 
closer in design and 

philosophy to the Web 

Not well suited for 
distributed systems, 

lack of standards 
support for security, 

policy, etc 

Yes, OGC makes use of REST 
simplicity for some of its 
web-services, for more 

advanced operations REST 
can be used but needs more 

“custom” development 

OGC (OWS) 

The oldest and 
most active 

consortium on 
geospatial 
standards 

Yes, through the 
underlying 

technologies and via 
Workflow engines 

Mature, Standardized 
and de-facto solution for 
Geospatial web-services 

Less room for 
customization of web-
services as compliance 

and standardization 
are the main focus of 

OGC 

OGC web services have 
been specifically designed 

for Geospatial uses they are 
the most advanced solution 

available today 

BPEL 

Backed by major 
industry leaders 
and the default 

language for most 
BPM 

Yes, as a workflow 
engine BPEL allows 

Sync/Async, Push and 
Pull communications 

Widely adopted 
standard, availability of 

dev tools 

May be an overkill in 
certain simpler 

configurations where a 
simpler, more 

lightweight workflow 
solution can be used 

BPEL proves to be a 
powerful tool for chaining 
multiple geospatial web-
services and offer more 

advanced geospatial 
capabilities 

OpenID  
Large and growing 

adoption of the 
technology 

N/A 

Strong industry support 
and government backing 

(the US govt. for 
example, but also 

Poland, etc...) 

Despite widespread 
support, there is no 

uniform user 
experience 

OpenID can be integrated in 
a workflow engine to 

manage security in the SDI 
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6. Existing Tools 

(sources: http://www.opengeospatial.org/resource/products 
   http://www.istl.org/10-spring/internet2.html ) 
 
In this section we will review the following Commercial (COTS) Off-The-Shelf tools: 

 ESRI ArcGIS Server (http://www.esri.com/software/arcgis/arcgisserver/index.html)  

 ERDAS Apollo server (http://www.erdas.com/tabid/84/currentid/1985/default.aspx)  

 Intergraph GeoMedia SDI (www.intergraph.com/govt/sdi.aspx)  

 CubeWerx Suite (http://www.cubewerx.com) 
 

And the following non-commercial (OTS) Off-The-Shelf tools: 

 Geoserver (http://geoserver.org/display/GEOS/Welcome)  

 Mapserver (http://mapserver.org/about.html#about)  

 ESA Service Support Environment (SSE) (http://services.eoportal.org/)  

 Deegree (http://www.deegree.org)  

 52North: 52n WPS (http://52north.org/maven/project-sites/wps/52n-wps-webapp/)  

 Wald.Intevation: PyWPS (http://pywps.wald.intevation.org)  

 Zoo-project: Open WPS platform (http://www.zoo-project.org)  

 ESA’s SSE (http://services.eoportal.org)  
 

6.1. COTS tools 

6.1.1. ESRI ArcGIS Server 

6.1.1.1. Maturity, field of application, acceptance, interoperability 

 

(source: Implementing Geospatial Web Services: A Resource Webliography - Cynthia Dietz 
Copyright 2010, Cynthia Dietz. Permission pending) 
 
ESRI is a long-standing leader in GIS desktop, server, and web services development. The desktop 
ArcGIS has implemented three versions of WCS (v.1.1.1 c1, v.1.1.0, and v.1.0), so that 
professionals may manage and analyze raster content after adding a WCS Server connection. 
ArcGIS Desktop serves as a WCS client and may use the raw data in a raster geoprocessing model, 
or to generate a surface. Raster datasets may be exported in several formats including GeoTIFF, 
JPEG, JPEG2000, and PNG. 
 
(source: IBM: Building a Geospatial Information System, Part 2 - 
http://www.ibm.com/developerworks/webservices/library/ar-gis2/index.html) 
 
ArcGIS Server Enterprise Edition is a complete server based geographic information system. It 
provides a rich standards-based platform, extensive GIS capabilities, data management tools, out-
of-the-box end user services, visualization (mapping), and spatial analysis. It supports 

http://www.opengeospatial.org/resource/products
http://www.istl.org/10-spring/internet2.html
http://www.esri.com/software/arcgis/arcgisserver/index.html
http://www.erdas.com/tabid/84/currentid/1985/default.aspx
http://www.intergraph.com/govt/sdi.aspx
http://www.cubewerx.com/
http://geoserver.org/display/GEOS/Welcome
http://mapserver.org/about.html#about
http://services.eoportal.org/
http://www.deegree.org/
http://52north.org/maven/project-sites/wps/52n-wps-webapp/
http://pywps.wald.intevation.org/
http://www.zoo-project.org/
http://services.eoportal.org/
http://www.ibm.com/developerworks/webservices/library/ar-gis2/index.html
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interoperability standards in the GIS domain as published by the Open Geospatial Consortium 
(OGC). ArcGIS applications are interoperable with clients that read and write Web Map Services 
(WMS). SOAP and XML can be used for messaging and data transfer over the Web (HTTP). ArcGIS 
server supports integration with other enterprise systems using SOA implementation. Spatial 
extensions enable spatial modeling and analysis. 
 
 

(source: INTEROPERABLE IMAGE DATA ACCESS THROUGH ARCGIS SERVER - Qian Liu – ESRI) 
 
ArcGIS Server is a complete and interoperable server-based GIS product. It comes with out-of-the-
box end user applications and services for spatial data management, visualization, and spatial 
analysis. ArcGIS Server allows you to publish your content and analyses as geospatial web services 
to share the use of the resources across an enterprise or across the web. The ability to sharing 
geospatial resources enables the service providers to manage resources in a centralized, handle 
multiple user access, and provide most up-to-date information. Considering the characteristics of 
imagery data, this really makes a difference. To be able to access the services published through 
ArcGIS Server, the clients do not need install any GIS software or store the resources. All services 
are consumable within a web browser or custom applications. In addition to providing access to 
GIS resources over the network, ArcGIS server also provides access to GIS functionality contained 
in the resource. GIS resources on a GIS server may be utilized in various ways depending on the 
user level and purpose. Developer type users may use the resources directly to build web 
applications while other people may just browse the map in a web application. 
 
Types of service 
 
As any server products, sharing data through web services involves preparing data resources, 
publishing the resources as services and serving the services for a wide variety of clients to 
consume. The client uses various protocols to access the service (Figure 11). At release of 9.3, 
ArcGIS server hosts a list of core service types that can be created from a list of GIS resources 
(Table 3). Each service type is targeted for specific resources and use of the resources by the client 
applications. 

 
Figure 11: ArcGIS server architecture (source: ESRI) 
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Table 3: ArcGIS Server Service types 

As far as the interoperable access of imagery data through OGC standards is concerned, map 
service, geodata service and image service are of the particular interests. And the discussion will 
be focused on these three types of core services. A map service is the most common type among 
all the ArcGIS services. It allows publishing a map document for viewing and sharing the map with 
others, optionally a map service also supports data editing, modeling and mobile service. A map 
document may contain all sorts of geospatial data layers such as raster layer, feature layer, 
geoprocessing tool layer, and etc. Map services are designed to work in GIS applications, web 
applications, mobile applications, and mashups. 
 
A geodata service provides the access to a geodatabase through networks using ArcGIS Server. 
Some organizations store large collection of preprocessed geospatial data in geodatabase to take 
advantage of a geodatabase. These data are easily made available to others through ArcGIS  
server. An image service allows you to access raster data resources through web services. The 
raster data resources include flat raster files, raster data stored in a geodatabase, a collection of 
raster datasets, raster layers which may have been rendered in certain way, and compiled service 
definition file generated using ArcGIS Image Server extension. Moreover, raw imagery data are 
processed on-the-fly to save preprocessing time and storage space for intermediate results. Image 
services are optimized for image management, process, and dissemination with a centralized 
repository and administration using ArcGIS Server. 
 
In ArcGIS Server architecture, each core service supports a list of capabilities. By enabling 
capabilities available to the services, additional services with the same resource are created. 
Interoperable data access is achieved through these secondary services. 
 
Capabilities 
 
On top of ArcGIS Server services a series of capabilities are available to define ways for the clients 
to use the service. The capabilities are designed to interoperate with other systems and target 
different types of client. For instance, an OGC service is appropriate for the clients that are 
compliant with OGC standards which allow the client and the server to communicate using the 
same interface. In the user’s view, these capabilities are separated services and a core server may 
have one or more extended services. The available capabilities vary for a resource depending on 
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the type of the resource. A map service extends mapping, WCS, WMS, KML and several other 
capabilities (Figure 12). The map service is accessed via SOAP protocol to be used in desktop GIS 
applications or web applications. The REST end point of the map service allows the content in the 
service to be accessed and interoperate with other web services in a mashup environment. 
 

 
Figure 12: Map Service Capabilities(source: ESRI) 

Geodata capability enabled on a geodata service provides the access to the geodatabase for 
remote operation on the database, and WCS capability is also available for interoperable raster 
data access in the geodatabase over the internet. Image services are optimized for management 
and dissemination of imagery data on the web, the capabilities are designed for optimal and 
interoperable delivery of the resources. Similar to a map service, imaging capability propagate 
SOAP and REST protocols for desktop or web applications to access the service and to be used for 
mashup with other web services. Open source clients are able to consume image services through 
OGC WMS or WCS specification. And as a standard for Google earth, the KML capability enables an 
image service to be incorporated into Google earth seamlessly. 
 

 
Figure 13: Image Service Capabilities(source: ESRI) 
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6.1.1.2. Suitability for spatial domain 

 
(source: INTEROPERABLE IMAGE DATA ACCESS THROUGH ARCGIS SERVER - Qian Liu – ESRI) 

 
Environmental Systems Research Institute (ESRI), the leading GIS software company in the world, 
has always been concerned with interoperability in its products, and the priority is even higher for 
its server product. ESRI is committed to building open and interoperable commercial off-the-shelf 
software products. ArcGIS Server, the server GIS in ArcGIS product family, has been adapting and 
implementing standards as they become available. In addition to the improvements on scalability, 
manageability, and usability, ArcGIS Server has been enhanced to support more open standards in 
ISO, W3C, and OGC in its latest release of version 9.3. ArcGIS Server 9.3 supports numerous OGC 
specifications that allow users to publish their data services in an interoperable manner. The 
server is capable of authoring various data sources and making the data available for web access. 
The enhancements in managing and serving imagery data in ArcGIS Server provide a unique and 
efficient way to interoperate imagery data. 
 
ESRI's ArcGIS Server 9.3 provides advanced and distributed functionality and adherence to OGC 
standards, as demonstrated in its GEOSS portal (http://www.geoportal.org). ArcGIS Server's WCS 
1.0.0 is a compliant OGC implementation. ArcGIS Server may publish the geoprocessing models it 
consumes as a WCS 1.0, 1.1 or 1.1.1 service. It also performs the functions of ArcGIS Desktop. 
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Table 4: ArcGIS Server OGC Implementing Product Details (source: OGC website) 
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6.1.2. ERDAS Apollo server 

6.1.2.1. Maturity, field of application, acceptance, interoperability 

(Source: ERDAS website: http://www.erdas.com/Company/AboutUs.aspx)  
 
Based in Atlanta, Georgia, Earth Resource Data Analysis System (now known as ERDAS) was 
established in 1978. Now a part of the Hexagon Group, Sweden, ERDAS provides solutions that 
meet the full spectrum of an organization's requirements, transforming geospatial data into 
information useful for decision-making processes. 
 
Building on the company's rich history and expertise, ERDAS is a leader in the geospatial 
information market. ERDAS provides the most comprehensive solutions for geospatial data 
exploitation, geo-processing, photogrammetry, data production, remote sensing, enterprise data 
management, geo-collaboration and data delivery. With Open Geospatial Consortium (OGC) and 
International Organization for Standardization (ISO) interoperability, ERDAS develops standards-
based solutions with the most advanced Service Oriented Architecture (SOA) available. 
 
With solutions for authoring, managing, connecting and delivering geospatial information, ERDAS 
ensures that data is seamlessly integrated for enterprise, web-based, mobile and desktop clients. 
As the Earth to Business Company, ERDAS meets everyday business needs. 

6.1.2.2. Suitability for spatial domain 

ERDAS Apollo server is compliant with the Open Geospatial Consortium (OGC) and International 
Organization for Standardization (ISO), ERDAS APOLLO Server implements WMS, WCS, WFS, WFS-T 
and CS-W standards and the ECW-P and JPIP wavelet streaming protocols. ERDAS APOLLO Server 
utilizes a Spatial Data Infrastructure (SDI). 
 
The ERDAS APOLLO 2010 release is compliant with the OGC Web Processing Service (WPS). "The 
WPS standard defines an interface that facilitates the publishing of geospatial processes and 
makes it easier to write software clients that can discover and bind to those processes. Processes 
include any algorithm, calculation or model that operates on spatially referenced raster or vector 
data. Publishing means making available machine-readable binding information as well as human-
readable metadata that allows service discovery and use. 
 
A WPS can be used to define calculations as simple as subtracting one set of spatially referenced 
data from another (e.g., determining the difference in influenza cases between two different 
seasons), or as complicated as a hydrological model. The data required by the WPS can be 
delivered across a network or it can be made available at the server. This interface specification 
provides mechanisms to identify the spatially referenced data required by the calculation, initiate 
the calculation, and manage the output from the calculation so that the client can access it. 
 
The OGC's WPS standard will play an important role in automating workflows that involve 
geospatial data and geoprocessing services." Quoted from the OGC Web Site. 
 

http://www.erdas.com/Company/AboutUs.aspx
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The WPS in APOLLO is the interoperable Web Service that is exposed by the server for client 
applications to self-describe, publish and execute geoprocesses. At a higher level, the WPS is 
integrated into a web based geoprocessing workflow where end users can execute extremely 
powerful WPS processes through a web client "on demand". 
 
Highlighting the consumer users use case, users are able to navigate to anywhere in the map, 
discover the WPS Processes they have been provided the security right to execute, select the 
process, discover the PROPER data to execute the process and "on the fly" execute and receive 
output "data" that can be immediately mapped and downloaded after the WPS process has been 
completed. 
 
The WPS in APOLLO is very powerful because the IMAGINE Spatial Modeler Engine is enabled 
within the WPS process execution framework which means, in short, that analyst actors in the 
system are capable of graphically designing complex spatial models and algorithms in the IMAGINE 
Spatial Modeler to create chained spatial model workflows and publish these workflows to the 
APOLLO WPS for execution for consumer end users. This means that a single WPS process bundles 
a full geoprocessing model (i.e. hydrologic models, change detection models, terrain analysis and 
portrayal, any gridded data processing model in fact), not just a simple mathematical or pixel 
process. 
ERDAS has added many tools to integrate the extensive catalogue of data that exists in the 
APOLLO and make it very easy for end users to know what data "loads" a WPS process. During the 
Publishing Workflow of a model from IMAGINE, the analyst user stores for each model input a 
CSW query against the catalogue to provide for the end user a "list" of valid data that exists within 

the catalogue that satisfies the model 
input requirements (i.e. is a 
Multispectral image with NIR and Red 
band or is Terrain of > 10 meter 
resolution, etc, etc). The web client 
executes these CSW queries (along 
with a spatial domain query based on 
where the user is in the map) to display 
a list of valid inputs for wherever the 
end user is looking at the map! 
The ERDAS solution brings together the 
power and ease of creating complex 
geoprocesses in the Spatial Modeler, 
with the interoperable web service for 
executing these processes and the ease 
of the user experience to execute 
these processes by a 'non remote 
sensing' web client user. It should 
allow for the deployment of a secure, 
consumer based geoprocessing 
platform over the web. 
 

 

Figure 14: The ERDAS Apollo Suite (source: ERDAS website) 
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Table 5 : ERDAS Apollo OGC compliance table (source: OGC website) 

 

6.1.3. Intergraph GeoMedia SDI 

6.1.3.1. Maturity, field of application, acceptance, interoperability 

(source: GeoMedia SDI website - www.intergraph.com)  
 
The GeoMedia product suite is a set of well-integrated applications that provides users with the 
full breadth of geospatial processing capabilities needed by industries, such as governments and 
transportation agencies for map production, infrastructure management, and land management. 
Utility and telecommunications companies, as well as defence and intelligence organizations, also 
rely on this product suite for data analysis, data sharing, and map production. 
 

http://www.intergraph.com/
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6.1.3.2. Suitability for spatial domain 

(source: GeoMedia website - www.intergraph.com)  
 
GeoMedia® SDI Portal from Intergraph® is a Web application that acts as a client for spatial data 
infrastructure (SDI) services. It is installed and configured on a Web application server so multiple 
users can access the site via Web browsers. It is used to find, view, and query geospatial data 
published with standard SDI Web services and integrate multiple sources into a single map view 
that can be easily navigated. 
 
SDI encompasses Web-based technologies aimed at increasing collaboration and re-use of map-
based data. Demand for SDI has grown rapidly driven by legislation that obliges public bodies 
to publish data, as with the European Union’s Infrastructure for Spatial Information in Europe 
(INSPIRE) directive. It is also being adopted by forward-thinking governments and businesses as 
a strategy to increase the value derived from spatial information (both their own and that of 
partners), by making it more widely available throughout their organization and its key business 
systems, and to support collaboration with partners and customers. 
 
First-generation SDIs enabled GIS-users to discover and download copies of spatial data sets. Now, 
Intergraph’s new GeoMedia SDI Portal is exploiting the next generation of SDIs, providing a far 
wider community simple, interactive, and flexible access to geospatial information using open 
Web services. SDI Portal optimizes the client browsing experience when connecting to SDI 
services. Its inherent flexibility enables it to connect to open standards-based services, whether 
from Intergraph, other server technologies, or a combination of both. SDI Portal simplifies the 
process of finding, connecting to, and displaying spatial data published through Web services and 
provides a modern and attractive user experience. It ensures smooth browsing through intuitive 
navigation controls and technical advances such as asynchronous communication that ensures 
panning and zooming are not interrupted by having to wait for servers to respond. The client’s 
utility is enhanced by additional tools, such as area and distance measure, control of the 
appearance of individual map layers, and the ability to save and recall the current map context. 
SDI Portal supports all the Web services and open standards a modern SDI client requires. 
 
Implementation of a spatial data infrastructure requires both server side and client side 
capabilities. Intergraph’s SDI strategy is to offer the user a choice by providing best-in-class 
capabilities can be implemented as a comprehensive infrastructure, as standalone components, or 
in conjunction with components from other suppliers, including Open Source. The infrastructure’s 
design reflects Intergraph’s close involvement working with the Open Geospatial Consortium 
(OGC®), ISO, and the European Commission’s Joint Research Centre (JRC) in the development of 
the standards and concepts that underpin INSPIRE, as well as its participation in EU research 
projects and successful implementations of national and regional SDI nodes in Europe and around 
the world. Intergraph SDI solutions support geospatial industry standards, including ISO and OGC, 
as well as government initiatives, such as INSPIRE, U.S. National SDI, Canadian Geospatial Data 
Infrastructure, and the United Nations SDI. 
 
 
 

http://www.intergraph.com/
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Intergraph’s Geomedia SDI is a flexible, modular system that covers: 
• Delivery and management of advanced server-side services and processes. In addition to 
publishing services, it provides tools for managing, monitoring and reporting of service 
performance against SLAs. 
• Advanced client-side discovery, connection, and interaction through a simple client geo-browser 
that provides an intuitive and attractive user experience. 
• Simple tools to streamline and manage the creation of SDI metadata. 
• Comprehensive suite of software and services to deliver an efficient, high-performance, and 
sustainable SDI. 
 
Key features: 
• View maps from WMS services 1.1.1 and 1.3.0 
• View maps from WMTS service1.0 
• Simultaneously displays maps from different services, including the transparency adjustment of 
each single layer 
• Retrieve services and data using metadata and CSW catalogue services CSW 2.0.2 ISO AP 1.0 
• Query for services 
• Query for datasets and datasets series (compliant with INSPIRE requirements) 
• Geographic names searches using Gazetteer Service (WFSG) 
• Display content of GeoRSS feeds 
• Modern, intuitive mouse control for simple map navigation and better user experience 
• Perform queries against WFS services working both with WFS 1.1 and WFS 2.0 (ISO 19142) 
• In addition to ISO 19142, ISO 19143 for filter encoding is also supported 
• Use WCTS and INSPIRE WPS-CT for online coordinate transformation 
• Measuring functions within the map 
• The ability to save and restore current map context 
• Preview window 
 

 
Table 6: Geomedia WebMap Pro OGC Compliance table (source: OGC website) 
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6.1.4. CubeWerx Suite 

6.1.4.1. Maturity, field of application, acceptance, interoperability 

 
(source: CubeWerx website - www.cubewerx.com)  
 
Founded in 1996, CubeWerx has been developing standard-based off the shelf software products 
(SCOTS) in response to Spatial Data Infrastructure (SDI) requirements for interoperable 
information infrastructures. CubeWerx is an innovative software company whose expertise 
includes development, marketing and selling of Web Services and Spatial Warehousing software 
products. 
 
These products and other location-based software product components support the most 
demanding requirements for the integration, access, and management of very large volumes of 
Spatial Data over the web. 
 
For over ten years, CubeWerx product developement has focused on standards-compliance.  That 
is why today, the name CubeWerx is synonymous with standards.  We blazed the trail that pushed 
Open GIS specifications into the mainstream. 
 
CubeWerx Suite, Version 5.2, is a complete set of state-of-the-art geo-spatial web services and 
solutions for your organization.  Rigorously compliant to the latest OGC standards, CubeWerx Suite 
allows you to act in complete confidence that your CubeWerx solution is an open, extensible and 
standards-based architecture that will not lock you into proprietary, stovepipe technology.  
 
Since producing the Internet’s very first standards-based Web Map Server (WMS) back in 1999, 
CubeWerx has worked tirelessly to ensure we remain the gold standard for OGC compliance, 
performance and reliability. CubeSERV® is unparalleled in its ability to rapidly compose and serve 
maps from disparate data sources in complex, multi-user network environments. 

6.1.4.2. Suitability for spatial domain 

(source: CubeWerx website - www.cubewerx.com ) 
 
CubeWerx Suite is a complete, out-of-the-box infrastructure for managing, sharing and publishing 
geo-data on the Web.  It includes all the following products: 
 
# Web Map Server (WMS) 
 
CubeSERV® Cascading Web Map Server is based on Open GIS Consortium Web Map Server 
specifications. It provides a powerful tool for publishing spatial information and integrating 
distributed map data on the Web using standard Web browsers and existing HTTP protocols. 
 
 
 

http://www.cubewerx.com/
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Key Benefits 
• Supports better decision making based on timely access to dynamic, integrated views of 
geospatial data 
• Reduces development time and costs by eliminating the need for proprietary spatial interfaces 
• Ensures improved spatial data quality by reducing reliance on old and/or redundant data sources 
• Improves time-to-market for Web-enabled, distributed spatial data services 
• Allows developers to integrate services from many other map servers without regard to their 
capabilities or limitations 
 
# Web Feature Server (WFS) 
 
CubeSERV® Web Feature Server builds on the CubeSTOR® solution by providing a web based 
service for querying and performing transactional operations including database locking. This 
product has been built using the latest OpenGIS® Consortium (OGC) Specifications and the 
Geographic Mark-Up Language (GML). 
 
Key Benefits 
• Supports Service Oriented Architectures (SOA) by shifting data management from the back room 
to the Web Service level. 
• Allows remote editing of source data, eliminating costly errors arising from multiple levels of 
data management. 
• Eliminates proprietary interfaces, thereby reducing project risks associated with single-vendor 
solutions. 
 
# Web Registry Server (WRS) 
 
CubeWerx® Catalog and Web Registry Sever (WRS) are based on the Oasis® ebRIM information 
model and the OpenGIS Confortium® (OGC) Catalog Services Web (CWS) specifications, creating an 
interoperable, standards-based solution for maintaining and searching geographic resources and 
metadata. 
 
Key Benefits 
• Maintains a catalog of all geographic (and nongeographic) resources that can be quickly 
searched in a variety of ways 
• Automatically harvests metadata from multiple services and metadata formats 
• Integrates seamlessly into a Service Oriented Architecture (SOA) through a standards-based Web 
interface 
 
# Web Coverage Server (WCS) 
 
CubeSERV® Web Coverage Server is based on Open GIS Consortium Web Coverage Server 
specifications. The Web Coverage Service (WCS) supports access to geospatial data as "coverages" 
containing values or properties of geographic locations. Unlike the Web Map Service (WMS) which 
filters and portrays spatial data as a rendered view of the data, the Web Coverage Service provides 
access to coverage data (unrendered), as needed for client-side rendering, multi-valued coverages, 
and input into scientific models and other clients beyond simple viewers. 
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CubeSERV® WCS can transform coverage data into a number of different projections thereby 
offering an integrated and dynamic view of geospatial data in a distributed environment. 
 
Key Benefits 
• Supports the three WCS operations: GetCapabilities, DescribeCoverage, and GetCoverage. 
• Supports GeoTIFF and generates GeoTIFF from the following sources: GTOPO, DTED, USGSDEM, 
and SRTM 
• Deployed as a Web Service for complete integration into Service Oriented Architectures (SOA) 
• Suports description and access to grid coverages with homogeneous range sets.  
• Supports hundreds of spatial reference systems profiled under EPSG projections and datums and 
allows users to define custom projections 
• WCS version 1.0 compliant 
 
# Web Map Tile Server (WMTS) 
 
Beginning with the introduction of Google Maps back in 2005, commercial tiled map services have 
demonstrated an unparalleled ability to rapidly deliver mapping data to large numbers of users. 
The CubeWerx Web Map Tile Server now brings that same power to your own data and services. 
Our tiling engine allows you to access data from a wide variety of sources, employ a powerful 
symbology engine to create beautiful maps, then quickly publish your data to the Web as a set of 
tiles that can be accessed as a seamless map, at multiple resolutions. 
 
The idea behind the OGC WMTS specification effort was to come up with an open interface that 
can scale to large number of users, generate maps in a fraction of the time it takes to generate 
maps with OGC compliant WMS servers, and become interoperable in an SDI environment 
composed of many WMTS clients and many WMTS servers. The OGC WMTS is not a replacement 
for the OGC WMS because it offers far less flexibility then what can be achieved by an OGC WMS 
server. But in many cases, as demonstrated by Google and others, using map tiles become an 
efficient way of delivering maps. 
 

 
Figure 15: Map tiling (source: CubeWerx) 
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# GeoSpatial Security Server 
 
Built on simple identity concepts, CubeWerx® Identity Management Server (IMS) allows 
organizations to establish a single, web-enabled collaborative framework for sharing all their 
secure and non-secure geospatial resources with users inside and outside their organizations. 
Rules are created and edited using powerful, map-driven tools that allow users to manage 
resources in a visual and intuitive way. Administrators can define access control rules that describe 
security policies at the level of Web Services, data layers, or even geographical regions. 
 
Key Benefits 
• Implements fine-grain access control rules for accessing OGC WxS operations, layers, and 
features, including spatial extents for OGC WxS data services (i.e. WMS, WFS) 
• Supports communities composed of trusted jurisdictions 
• Supports Single Sign-On (SSO) within a community of trusted jurisdictions 
• Maintains customers identity when requesting web resources 
* Allows each organization to maintain its administrative autonomy, including full access controls 
to its web resources 
• Allows access control rules to apply to users or groups of users 
• Promotes the use of public and private web resources within the same secure and collaborative 
access framework 
• Supports many authentication methods already implemented within an organization (X.509, 
Unix Password, IMS Password, Microsoft NTLM, and Pluggable Authentication Method PAM) 
• Supports the creation of access control rules using customer credentials 
• Supports secure access controls to all web resources within an organization 
• Supports access control rules by specifying: WHO can access the web resource, HOW the web 
resource can be accessed and WHAT web resources (URLs) the rule(s) applies to 
 
CubeWerx OGC compliance 

 
Table 7: CubeWerx Suite OGC compliance table (source: OGC website) 
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6.2. OTS tools 

6.2.1. Geoserver  

6.2.1.1. Maturity, field of application, acceptance, interoperability 

(source: GeoServer website – www.geoserver.org)  
 
GeoServer was started in 2001 by The Open Planning Project (TOPP), a non-profit technology 
incubator based in New York. TOPP was creating a suite of tools to enable open democracy and to 
help make government more transparent. The first of these was GeoServer, which came out of a 
recognition that a suite of tools to enable citizen involvement in government and urban planning 
would be greatly enhanced by the ability to share spatial data. 
 
The GeoServer founders envisioned a Geospatial Web, analogous to the World Wide Web. With 
the World Wide Web, one can search for and download text. With the Geospatial Web, one can 
search for and download spatial data. Data providers would be able to publish their data straight 
to this web, and users could directly access it, as opposed to the now indirect and cumbersome 
methods of sharing data that exist today. 
 
Those involved with GeoServer founded the GeoTools project, an open source GIS Java toolkit. 
Through GeoTools, support for Shapefiles, Oracle databases, ArcSDE integration, and much more 
was added. 
 
GeoServer is now a full-fledged open source software server written in Java that allows users to 
share and edit geospatial data. Designed for interoperability, it publishes data from any major 
spatial data source using open standards.  
 
Being a community-driven project, GeoServer is developed, tested, and supported by a diverse 
group of individuals and organizations from around the world. 
 

6.2.1.2. Suitability for spatial domain 

(source: GeoServer website – www.geoserver.org)  
 
GeoServer is the reference implementation of the Open Geospatial Consortium (OGC) Web 
Feature Service (WFS) and Web Coverage Service (WCS) standards, as well as a high performance 
certified compliant Web Map Service (WMS). GeoServer forms a core component of the 
Geospatial Web. 
 
GeoServer allows you to display spatial information to the world. Implementing the Web Map 
Service (WMS) standard, GeoServer can create maps in a variety of output formats. OpenLayers, a 
free mapping library, is integrated into GeoServer, making map generation quick and easy. 
GeoServer is built on Geotools, an open source Java GIS toolkit. 
 

http://www.geoserver.org/
http://www.geoserver.org/
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There is much more to GeoServer than nicely styled maps, though. GeoServer also conforms to the 
Web Feature Service (WFS) standard, which permits the actual sharing and editing of the data that 
is used to generate the maps. Others can incorporate your data into their websites and 
applications, freeing your data and permitting greater transparency. 
 
 

 
 

Figure 16: The Geoserver platform (source: Geoserver) 

 
GeoServer is free software. This significantly lowers the financial barrier to entry when compared 
to traditional GIS products. In addition, not only is it available free of charge, it is also open source. 
Bug fixes and feature improvements in open source software are greatly accelerated when 
compared to traditional software solutions. Leveraging GeoServer in your organization also 
prevents software lock-in, saving costly support contracts down the road. 
 
GeoServer can display data on any of the popular mapping applications such as Google Maps, 
Google Earth, Yahoo Maps, and Microsoft Virtual Earth. In addition, GeoServer can connect with 
traditional GIS architectures such as ESRI ArcGIS. 
 
GeoServer also provides a RESTful interface through which clients can configure an instance 
through simple HTTP calls. With it clients can programmatically configure the data served by 
GeoServer. 
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6.2.2. Mapserver 

6.2.2.1. Maturity, field of application, acceptance, interoperability 

 
The University of Minnesota MapServer (commonly called UMN MapServer) is a robust open 
source alternative to the proprietary ArcGIS Server. MapServer can display dynamic spatial maps 
over the Internet. It provides support for display and querying of hundreds of raster, vector, and 
database formats. It supports popular scripting languages and development environments, such as 
PHP, Python, Perl, Ruby, Java and .Net. (source IBM: Building a Geospatial Information System, 
Part 2) 
 
(source: www.mapserver.org) 
 
MapServer is an Open Source geographic data rendering engine written in C. Beyond browsing GIS 
data, MapServer allows you create “geographic image maps”, that is, maps that can direct users to 
content. For example, the Minnesota DNR Recreation Compass provides users with more than 
10,000 web pages, reports and maps via a single application. The same application serves as a 
“map engine” for other portions of the site, providing spatial context where needed. 
 
MapServer was originally developed by the University of Minnesota (UMN) ForNet project in 
cooperation with NASA, and the Minnesota Department of Natural Resources (MNDNR). Later it 
was hosted by the TerraSIP project, a NASA sponsored project between the UMN and a 
consortium of land management interests. 
 
MapServer is now a project of OSGeo, and is maintained by a growing number of developers 
(nearing 20) from around the world. It is supported by a diverse group of organizations that fund 
enhancements and maintenance, and administered within OSGeo by the MapServer Project 
Steering Committee made up of developers and other contributors. 
 

• Advanced cartographic output 
- Scale dependent feature drawing and application execution 
- Feature labeling including label collision mediation 
- Fully customizable, template driven output 
- TrueType fonts 
- Map element automation (scalebar, reference map, and legend) 
- Thematic mapping using logical- or regular expression-based classes 

• Support for popular scripting and development environments 
- PHP, Python, Perl, Ruby, Java, and .NET 

• Cross-platform support 
- Linux, Windows, Mac OS X, Solaris, and more 

• Support of numerous Open Geospatial Consortium <OGC (OGC) standards 
- WMS (client/server), non-transactional WFS (client/server), WMC, WCS, Filter Encoding, 

SLD, GML, SOS, OM 
• A multitude of raster and vector data formats 

- TIFF/GeoTIFF, EPPL7, and many others via GDAL 

http://www.mapserver.org/
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- ESRI shapfiles, PostGIS, ESRI ArcSDE, Oracle Spatial, MySQL and many others via OGR 
• Map projection support 

- On-the-fly map projection with 1000s of projections through the Proj.4 library 
 

 
Figure 17: Basic architecture of MapServer applications (source: MapServer) 

6.2.2.2. Suitability for spatial domain 

MapServer supports numerous OGC standards, allowing users to publish and consume data and 
services in an application neutral implementation manner. 
 

    * WMS Server 
    * WMS Client 
    * WMS Time 
    * Map Context 
    * WFS Server 
    * WFS Client 

 

    * WFS Filter Encoding 
    * SLD 
    * WCS Server 
    * SOS Server 
    * MapScript Wrappers for WxS Services 
 

 
Table 8: Mapserver OGC compliance table (source: OGC website) 
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6.2.3. ESA Service Support Environment (SSE) 

6.2.3.1. Maturity, field of application, acceptance, interoperability 

(source: SSE portal – http://services.eoportal.org)  
 
The SSE platform was born in October 2004, from an ESA General Support Technology Programme 
(GSTP) project - known as MASS / Multiple Application Support Service System. Due to the interest 
it has generated, SSE has become an operational system since 2005, known as the “Service 
Support Environment”. 
 
Today SSE is a neutrally managed, open and distributed platform that streamlines the definition 
and prototyping of services, offering an exclusive opportunity to integrate a wide range of 
heterogeneous earth observation (EO) and geospatial information services, including product 
catalogues. 
 
The SSE environment is an advanced test-bed that supports service prototyping and 
demonstration processes, allowing the design of automatically executed workflows, with a 
valuable decrease of the overall development effort. 
 
In this way SSE streamlines both the time to get the EO data and that to deliver the service to the 
end-user. 
 
SSE works to: 

• Orchestrate synchronous and asynchronous Web Services for online and offline processes 
• Provide an overarching infrastructure, neutrally managed by ESA 
• Integrate the access to EO data within service prototyping and delivery 
• Empower service providers through a business process management platform 
• Minimize service providers’ upfront investments and development risk 
• Allow the use of Open standards to facilitate adoption and evolution 
• Facilitate the integration of satellite data and geospatial information within the processing 

and exploitation chains 
 
SSE offers a service directory giving access to a continuously expanding set of basic and more 
complex Earth observation and GIS services, at demonstration or operational level. Some services 
are free of charge while other need a quotation. To access the full set of available services, you 
should Register as SSE portal user. 
 
SSE aims at building a real community of people who want to reach the excellence in their work: 
 

• Developers to experiment fast prototyping and service design processes automating the task 
execution, work with the best technologies and standards, find mutual support for most 
development problems, improve skills by sharing ideas with other professionals. 

• Service Managers to speed up service delivery to the end-user, leverage the investments in 
IT and find new business opportunities. 

http://services.eoportal.org/
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• Service Designer to create new services by integrating a wide range of heterogeneous EO 
and Geospatial information services, including product catalogues, innovate the EO field by 
sharing ideas and skills with its best professionals. 

 To reach this goal SSE has designed and implemented the "JOIN&SHARE" initiative, a web 
area that includes a list of community tools like forums, wiki, and blog. 

 

 
Figure 18: Top-level view of SSE Environment (source: ESA SSE) 

6.2.3.2. Suitability for spatial domain 

 
ESA’s SSE platform has been designed from the start to address spatial domain requirements, 
below is a summary of those features particularly relevant to the spatial domain. 
 
SSE’s Objectives: 
Orchestrate synchronous and asynchronous EO Services for online and offline processes 
Provide an overarching infrastructure, neutrally managed by ESA 
Empower service providers through a business process management (BPM) platform 
Easily deploy and deliver services to users from own infrastructure 
Minimize service providers’ upfront investments 
Open standards to facilitate adoption and evolution 
 
SSE’s Approach: 
SOA architecture 
Approach to develop reusable services 
Loosely coupled 
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Expose functionality in modular fashion 
Avoids duplication 
Reduces total number of processes 
Combine services according to a business process: "orchestration". 
SOA implemented using Web services 
 
SSE’s Portal: 
RedHat Linux Enterprise Edition 
J2EE Application Server: JBoss 
Workflow engine: Oracle BPEL Process Manager 2.1.2 
Presentation layer: Apache Struts, Java Server Pages, XSLT transformation of SOAP payloads 
Persistency: Oracle Database 9i 
Hosted by ESA/ESRIN in Frascati (Italy) 
Types of users: end-users and service providers 
 
SSE’s Workflow Engine: 
Standard workflow definition language (BPEL) 
Domain (sandbox) per service provider 
API to create service provider "domains" dynamically 
API to list flows in a domain 
API to start synchronous and asynchronous flows 
API to get flow status (BPEL scope names) 
JMS to receive workflow results 
Large SOAP payloads (GML up to 15 MB) 
 

6.2.4. Deegree 

6.2.4.1. Maturity, field of application, acceptance, interoperability 

 
(source Geegree website - www.deegree.org) 
 
After more than 5 years of ongoing development, the deegree project is the most extensive 
implementation of OGC/ISO standards in the field of Free Software. deegree evolved from the 
project JaGo and has been published under the terms of the Lesser GNU Public License (L-GPL) of 
the Free Software Foundation. Widespread improvements of the architecture, enhancements of 
the object model and the support of Java 5 guided to deegree to the second major release. 

6.2.4.2. Suitability for spatial domain 

In deegree2, there are OGC WebServices for Web Map Service (WMS) 1.1.1, Web Feature Service 
(WFS) 1.1.0, Web Coverage Service (WCS) 1.0.0 and Catalogue Service Web-Profile (CSW) 2.0.0 
available. WMS and WCS are the official reference implementations of the Open Geospatial 
Consortium; WFS and CSW are fully transactional. CSW supports ISO19115/ISO19119 Application 
Profile and DE-Profile 1.0.1. 
 

http://www.deegree.org/
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Furthermore, there are implementations of the OGC pre-standards of Sensor Observation Service 
(SOS), Web Terrain Service / Web Perspective and View Service (WTS/WPVS) as well as Web 
Processing Service (WPS). The security package contains a user and rights management system, 
owsProxy as a security facade of OGC Web Services and Web Authentication (WAS) and Web 
Security Service (WSS) definied in Spatial Data Infrastructure of NRW. 
 
deegree iGeoPortal standard and portlet edition are the browser-based clients for the mentioned 
OGC WebServices. deeJUMP provides a SDI-enabled Desktop-GIS. 
 
Besides the improvements of the architecture and the development process (e.g. automatic 
builds) the following are also important changes for users: 
    * Simplified installation and configuration 
    * Tool-based configuration (for WFS and WCS) 
    * Support of GML 3.1 with a complex Feature Model and 3D-geometries 
    * Support of PostGIS 1.0 and Oracle spatial/locator (9i/10g) 
    * Advanced capabilities for object-relational mappings in the WFS 
    * Multiple data sources for WMS layers 
    * Dynamic rendering rules within SLD 
    * High-quality and large-size print outputs through Web Map Print Service (WMPS) 
 

 
 

Table 9: Deegree OGC Compliance table (source: OGC website) 
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6.2.5. 52North: 52n WPS 

6.2.5.1. Maturity, field of application, acceptance, interoperability 

(source: 52North website - http://52north.org)   
 
The open source software initiative 52°North is an international network of partners from 
research, industry and public administration. Its mission is to foster the development of new 
concepts and technologies in Geoinformatics through a common innovation process. Partners 
participate in so called R&D communities, focusing on common themes, such as Sensor Web 
Enablement (SWE) or web-based Geoprocessing, for example. 
 
All software developed within this collaborative development process is published under an open 
source license. The 52°North partners have a long and outstanding record in the Geo-IT domain. 
They are actively contributing to the development of international standards, e.g. at W3C, ISO, 
OGC or INSPIRE. 
 
52° North was founded in 2004 by the Institute for Geoinformatics of the University of Muenster 
(ifgi) and its spin-off company con terra GmbH (Muenster) as an informal initiative for free and 
open source geospatial software. The basic idea was to enhance the already existing cooperation 
and to gain further partners from research and industry by developing an appropriate business 
model and organizational model. The core element of this model was to publish results from the 
collaborative software development process under an open source license. 
 
In 2005, the International Institute for Geo-Information Science and Earth Observation (ITC,  
University of Twente) joined the initiative. The Environmental Systems Research Institute Inc 
(ESRI) became the fourth partner in 2006. 
 
On September 21, 2006, representatives of these four organizations established the 52° North 
Initiative for Geospatial Open Source Software GmbH. The foundation of a company was a logical 
step to strengthen the joint R&D activities and to ensure sustainability. As a legal entity, 52°North 
is able to manage IPR, to join R&D projects and to provide legal security for developers and users 
of 52° North software. In 2008, the Austrian Institute of Technology and the German Federal 
Agency for Waterways's Serivce Center for Information Technology (DLZ-IT) both joined the 
initiatve. Kisters AG signed in as a partner organization in 2009. 
 
The number of 52N communities, contributors and joint projects has grown continuously since the 
beginning. Over time, 52°North has become a trusted and well established entity in the 
Geoinformatics arena. 52°North software is widely used in operational IT environments, research 
labs and education. 

6.2.5.2. Suitability for spatial domain 

The 52N Web Processing Service enables the deployment of geo-processes on the web in a 
standardized way. It features a pluggable architecture for processes and data encodings. The 
implementation is based on the current OpenGIS specification: 05-007r7 (WPS). 

http://52north.org/
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Its focus was the creation of an extensible framework to provide algorithms for generalization on 
the web. It’s current features are listed below: 
 

• General Features and Compliance 
- Full java-based Open Source implementation. 
- Supports all features and operations of WPS specification version 1.0.0 (05-007r7) 
- Pluggable framework for algorithms and XML data handling and processing 

frameworks 
- Build up on robust libraries (JTS, geotools, xmlBeans, servlet API, derby) 
- Supports full logging of service activity 

 Supports exception handling according to the spec 
 Storing of execution results 
 Full maven support 

• Clients 
- Basic client implementation for accessing the WPS (including the complete XML 

encoding) 
- Plug-in for uDig and JUMP (Java Unified Mapping Platform) (fast hack, but give it a 

try) 
• WPS Invocation 

- Synchronous/Asynchronous invocation 
- Raw data support 
- Supports HTTP-GET for Execute 
- Supports SOAP 
- Exposes a WSDL document 

• Supported WPS Datatypes 
- GeoTiff Support 
- ArcGrid Support 
- Full GML2 support for ComplexData (i.e. FeatureCollections) 

• Extensions 
- GRASS out of the box extension ***new*** 
- 220+ SEXTANTE Processes 
- Unicore GRID Middleware support 
- Transactional Profile (WPS-T) 
- Web GUI to maintain the service 
- ArcGIS Server Connector 

• Result Storage 
- All Results can be stored as simple web accessible resource with an URL 
- Raster/Vector results can be stored directly as WMS layer 
- Vector results can be stored directly as WFS layer 
- Raster results can be stored directly as WCS layer 
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Table 10: 52° North OGC Compliance table (source: OGC website) 

6.2.6. Wald.Intevation: PyWPS 

6.2.6.1. Maturity, field of application, acceptance, interoperability 

 
(Python Web Processing Service) is an implementation of the Web processing Service standard 
from Open Geospatial Consortium. 
 
It has been started in May 2006 as a project supported by DBU and is currently (2009) mainly 
sponsored by HS-RS. It offers an environment for programming own processes (geofunctions or 
models) which can be accessed from the public. The main advantage of PyWPS is, that it has been 
written with native support for GRASS GIS. Access to GRASS modules via web interface should be 
as easy as possible. 
 
PyWPS is written in Python, your processes must use this language too. 
 
PyWPS is a translator-proxy application between client (Web Browser, Desktop GIS, command line 
tool, ...) and working tool installed on the server. PyWPS does not process the data by it self. As 
working tool, GRASS GIS, GDAL, PROJ, R and other programs can be used. 

 
 

Figure 19: PyWPS overview(source: PyWPS website) 
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6.2.6.2. Suitability for spatial domain 

PyWPS was recommended as WPS tool in the GIGAS project (http://www.thegigasforum.eu). 
 
PyWPS Web Processing Service: is a Python program which implements the OGC WPS 1.0.0 
standard (with a few omissions). PyWPS was chosen as it is up to date with the WPS standard and 
has a low footprint, making it easy to install on most Linux systems. Python was considered a good 
choice of implementation language as it is a very easy language to develop in and allows partners 
to easily integrate existing processing which may have been written in other languages. PyWPS 
documentation may be found at http://pywps.wald.intevation.org/documentation/index.html 
 
See http://www.thegigasforum.eu/cgi-bin/download.pl?f=342.pdf for more. 
 

6.2.7. Zoo-project: Open WPS platform 

6.2.7.1. Maturity, field of application, acceptance, interoperability 

(source Zoo-project website - www.zoo-project.org)  
 
The ZOO Project was created by Gerald FENOY, Nicolas BOZON and Venkatesh RAGAHAVAN in 
October 2008 during the FOSS4G 2008 Conference. Since that date, the designing and 
development work have been done by the GeoLabs and 3LIZ companies, in collaboration with the 
various ZOO sponsors and knowledge partners. ZOO Project was then presented at  FOSS4G 2009 
Conference, and during several conferences, meetings and workshops in Asia, Europe and Africa. 
 
ZOO is a WPS (Web Processing Service) open source project released under a MIT/X-11 style 
license . It provides an OGC WPS compliant developer-friendly framework to create and chain WPS 
Web services. ZOO is made of three parts: 

 ZOO Kernel : A powerful server-side C Kernel which makes it possible to manage and chain 
Web services coded in different programming languages. 

 ZOO Services : A growing suite of example Web services based on various Open Source 
libraries. 

 ZOO API : A server-side JavaScript API able to call and chain the ZOO Services, which makes 
the development and chaining processes easier. 

 
Zoo kernel 
ZOO is based on a 'WPS Service Kernel' which constitutes the ZOO's core system (aka ZOO Kernel). 
The latter is able to load dynamic libraries and to handle them as on-demand Web services. The 
ZOO Kernel is written in C language, but supports several common programming languages in 
order to connect to numerous libraries and above all to simplify the Web service end-developer's 
job. 
 
ZOO Kernel is the heart of the ZOO Project. It is a server-side C Kernel which makes it possible to 
create, manage and chain WPS 1.0.0 compliant Web Services, by loading dynamic libraries and 
handling them on-demand. Thus, it can easily connect to geospatial libraries and scientific models, 
but also with the common cartographic engines and spatial databases. 

http://www.thegigasforum.eu/
http://pywps.wald.intevation.org/documentation/index.html
http://www.zoo-project.org/
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ZOO Kernel is written in C language, but Web Services can be programmed in C, Python, Java, 
Fortran, PHP and JavaScript. This multi-language support is convenient for developers and allows 
above all to use existing code to create new Web Services. Open source GIS libraries or specific 
code (spatial based or not) can so be ported server-side with very little modifications. 
 
Zoo services 
A ZOO service is a link composed of a metadata file (.zcfg) and the code for the corresponding 
implementation. The metadata file describes all the available functions which can be called using a 
WPS Exec Request, as well as the desired input/output. Services contain the algorithms and 
functions, and can now be implemented in C/C++, Fortran, Java, Python, PHP, Perl and JavaScript. 
 
Zoo API 
The ZOO API is a simple and concise JavaScript library designed to call and chain the ZOO Services 
easily, and adds the capability to define logic in the chaining of your ZOO Services. 

 
Figure 20: Overview of the ZOO kernel (source: Zoo project website) 

 
Table 11: Zoo-project OGC compliance table 
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6.2.7.2. Suitability for spatial domain 

As described above, the Zoo Project was developed from the ground up to be an OGC compliant 
Web Processing Service, its kernel acts as a WPS interface to web and a truly modular and 
interoperable backend that integrates 3rd party geospatial libraries, cartographic engines or spatial 
databases. It is therefore most suitable for the spatial domain and geospatial web-services. 

6.3. Summary 
 
Below are two summary tables for COTS and OTS tools which were presented above. 
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Table 12: COTS Summary table 

COTS 
Maturity Field of use Interoperability 

* Indicates a voting membership level 
Compliance with 
OGC standards 

ESRI ArcGIS Server 
Very mature 
Industry leader 
ArcGIS since 1999 

Public administration 
Education/Research 
Industry 

Strategic member of OGC 
Level: Principal* 

Full compliance: 
WMS, WFS, WCS 

ERDAS Apollo server 
Very mature 
ERDAS IMAGINE  
Since 1992 

Public administration 
Education/Research 
Industry 

Strategic member of OGC 
Level: Principal Plus* 

Full compliance: 
WMS, WFS, WFS-T, WCS  
Partial: 
WPS 

Intergraph 
GeoMedia Webmap 

Very mature 
35 years of experience 

Public administration 
Education/Research 
Industry 

Strategic member of OGC 
Level: Principal* 

Full compliance: 
WMS, WFS 

CubeWerx Suite 
Mature 
Since 1996 

Public administration 
Education/Research 
Industry 

Member of OGC 
Level: Small Company 

Full compliance: 
WMS, WFS, WCS, CAT 
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Table 13: OTS Summary table 

OTS 
Maturity Field of use interoperability Compliance with OGC 

Geoserver 
Mature 
Since 2001 

Public administration 
Education/Research 
Industry 

Ref impl of OGC WFS and WCS  
high perf certified WMS 
Member of OSGeo 

Full compliance 
WMS, WFS, WCS 

Mapserver 
Mature 
Since 1994 

Public administration 
Education/Research 
Industry 

Member of OSGeo 
Implementing 
WMS, WFS 

Deegree 
Recent 
Since 2004 

Public administration 
Education/Research 
Industry 

Strategic member of OGC 
Level: Principal* 
Member of OSGeo open source 
foundation 

Full compliance: 
WMS, WCS, WFS 

ESA’s SSE 
Recent 
Since 2004 

Education/Research 
Industry 

Standards based portal: 
OGC, BPEL 

WMS, WCS, WFS 

52North: 52n WPS 
Recent 
Since 2004 

Education/Research 
Industry 

Member of OGC 
Level: Small Company 
Contributor to: W3C, ISO, OGC 

WPS 

Wald.Intevation: 
PyWPS 

Recent 
Since 2006 

Education/Research Compliant with OGC WPS 

Zoo-project: Open 
WPS platform 

Very recent 
Since 2008 

Education/Research 
Compliant with OGC 
OSGeo project 

WPS 
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7. Service Level Agreement (SLA) 
7.1. Definition of SLA and QoS in web-services 
(source: Web Services QoS: External SLAs and Internal Policies Heiko Ludwig IBM T.J. Watson 
Research Center) 
 

The first step to manage Web services quality is to define it. While this is important for Web 
services as well as in traditional distributed systems, explicit definition is particularly important in 
an environment transcending organizational boundaries. Quality of Service (QoS) is expressed 
referring to observable parameters relating to a non-functional property, for example the 
response time of a request. A level of quality is agreed upon as a constraint over those 
parameters, potentially dependent on a precondition. 
 

Hence, the party offering a Web service, in agreement with its customers and users, will define the 
QoS parameters and the particular instances of the service to which these parameters relate. In 
the case of a Web service, a parameter such as response time can relate to an individual 
invocation of an operation or a class of operations all having the same (individual) quality 
properties of having an aggregate property, e.g., the average response time of this class of 
operations or another stochastic metric. A further step in managing Web services QoS is the 
definition of the semantics of the QoS parameters. A Web service and its subscribers and users 
must understand what is meant. It is important what is measured where. 
 

The definition of QoS parameters corresponds to the establishment of an ontology between a 
service provider and its clients. An ontology can be established in two approaches. (1) It can be a 
definition of terms and, potentially, the semantics of the relationships between them, as 
facilitated by DAML and OIL - now superseded by the Web Ontology Language (OWL). This 
approach results in a fixed set of well understood terms – in this case the QoS parameters. (2) 
Another approach uses constructive ontologies. Based on a set of well-known defined terms (as in 
1) and a set of well-known composition operators, new terms (QoS) parameters can be defined by 
composing new parameters out of existing ones using the operators. For example, an average 
response time can be defined by applying the average operator to the selection of response times 
of an operation in the past minute. In this example, response time is a well-defined parameter and 
average and selection are composition operators. This is an approach that is proposed by WSLA. 
While it is easier to implement applications that can deal with a fixed set of terms that are all 
known at the time of system implementation, constructive ontologies provide more flexibility. 
 

Having established common understanding of quality of service parameters and the associated 
guarantees given by the provider, it also has to be established to which relationships between a 
client and a server a QoS guarantee applies. A service may provide the same quality to all 
requesting clients, to each client individually or to a defined set of clients that a provider 
organization and an organization requiring a QoS level for multiple clients agree upon in a 
contract, which is also called an SLA. Clients will refer to the contract when requesting service 
according to a particular quality level. 
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Once the contract is established, the provider organization must provision a service-implementing 
system such that it behaves as it has been agreed upon. This involves deriving the amount of 
resources needed and the runtime management of resources. However, this is not simple. While 
some approaches to the issues have been developed, the issue of provisioning and runtime 
managing a Web service-implementing system is not equally well understood yet. 
 

(source: Towards Service Level Agreements in Spatial Data Infrastructures 
Bastian Baranski, Bastian Schäffer, con terra GmbH, Martin-Luther-King-Weg 24, 48155 Münster, 
Germany) 
 

A Service Level Agreement (SLA) is a negotiated contract between a service consumer and a 
service provider that formalizes a business relationship (Lee, 2002). Such contracts emerged in the 
early 1990s as a way for IT departments and service providers within computer networking 
environments to measure and manage the service quality they were delivering to their customers. 
They are important for cost-performance ratio transparency and for monitoring promised service 
qualities. 
 

A SLA consists of several distinct parts (OGF, 2007). The context part contains general information 
such as details about the contractual parties and the lifetime of a SLA. The service part contains 
domain-specific information about the services to which a SLA is related and a set of domain-
specific measurable and exposed properties associated with these services. These service 
properties are key elements in a SLA and are denoted as Key Performance Indicators (KPI). The 
guarantee part references to the KPIs and specifies the service quality goals that the parties are 
agreeing. The service quality goals are denoted as Service Level Objectives (SLOs). The guarantee 
part also defines consequences of not meeting the stipulated SLOs. 
Each violation of a guarantee term may cause for example a certain penalty. 
 

 

The SLA negotiation process is normally initiated by the service 
consumer and starts with the delivery of one or more SLA templates 
from the service provider. These templates specify the structure of a 
SLA and define the services and the KPIs which can be negotiated. 
After filling out a SLA template, the service consumer submits a SLA 
offer to the service provider who is either accepting or refusing it. 
 

When the service provider accepts the SLA offer, the negotiation 
process is finished. The concluded SLA should be stored at a trustful 
third-party for monitoring the fulfilment of the guarantee terms. 
During the whole lifetime of an agreement each guarantee term has 
different runtime states (e.g. ’fulfilled’ or ’violated’) which can be 
observed from all contractual parties at any time. 
 
 

 

Figure 21: Content and structure of a Service Level Agreement (SLA) 
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7.2. SLA’s in Spatial Data Infrastructures (SDI) 
(source: Towards Service Level Agreements in Spatial Data Infrastructures 
Bastian Baranski, Bastian Schäffer, con terra GmbH, Martin-Luther-King-Weg 24, 48155 Münster, 
Germany) 
 

In the past, Spatial Data Infrastructures (SDIs) as enabling platforms for Spatially Enabled Societies 
(SES) focused on the interoperable exchange of spatial data via open standards based (web) 
services. Since spatial data becomes more and more an important part of our daily life, the quality 
aspect of spatial services is of great importance. Service Level Agreements (SLAs) are contracts 
between service consumer and service providers about offered and guaranteed service qualities. 
The integration of such contracts in today's SDIs could be a substantial step towards SES in which 
spatial information is regarded as a common good that is made available to citizens and 
businesses in an efficient and economic manner. 
 

Geographic Information Systems (GIS) have been under constant development in recent years. 
Emerging web services technologies and the SOA paradigm (Erl, 2005) encouraged the evolution 
from classical desktop- and data-centric GIS to distributed and loosely-coupled architectures 
composed of open and interoperable web services merged into the Spatial Data Infrastructure 
(SDI) concept (McLaughlin et al, 2000). In the past, open standards based SDIs - for instance based 
on standards developed by the Open Geospatial Consortium (OGC) - focused on the retrieval, 
portrayal and processing of geospatial data through web services (Kiehle et al, 2006). They have 
shown a great potential for enabling the market value of geospatial data as for instance presented 
in (Fornefeld et al, 2004). Moving towards Spatially Enabled 
Societies (SES), geographic information technologies and especially open standards based SDIs 
play an important role in allowing governments, local communities, nongovernment organizations, 
the commercial sector, the academic community and common people to access spatial related 
information and to make progress in addressing many of the world’s most pressing problems. 
 

Current SDI development faces different challenges as for instance an increasing amount of 
available data due to advanced data acquiring technologies. While SDI development was 
previously accomplished mostly by governments, this is no longer the case. All sectors of society 
are becoming spatially enabled and an increasing amount of potential users requesting geographic 
information could be observed for instance due to pervasive mobile and location-aware 
technologies. Along with emerging laws and provisions these challenges result in ambitious 
requirements regarding the reliability, performance and scalability of geospatial services. The 
Infrastructure for Spatial Information in the European Community (INSPIRE) directive for instance 
defines specific Quality of Service (QoS) goals such as a maximum response time and average 
availability for the so-called INSPIRE View Services (INSPIRE, 2009). Furthermore, monitoring the 
performance of loosely-coupled web services in distributed infrastructures and the ability to react 
quickly on service quality fluctuations is an essential skill for service providers in future and highly 
competitive GIS markets. From the service consumer perspective, the QoS-aware service discovery 
and the benefit-cost ratio analysis of different service providers is an important key aspect. 
 

To ensure that service providers fulfil promised QoS guarantees, normally a formal contract 
between service consumers and service providers - a Service Level Agreement (SLA) - is concluded 
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(Lee, 2002). Such contracts formalize business relationships and enable contractual parties to 
measure, manage and enforce certain QoS guarantees. Although the application of classical paper-
based SLAs is not novel to the mainstream IT-world, the on-demand negotiation of electronic SLAs 
via the internet is not common and has not been widely examined. Furthermore, existing OGC 
standards do support neither SLA nor QoS functionality. Therefore, attaching SLA capabilities to 
OGC Web Services (OWS) will be a substantial step towards an infrastructure that is prepared for 
future GIS business models on a technological and economical level. 

7.3. Requirements for the integration of SLAs in a SDI 
This section analyzes requirements for the seamless integration of SLAs in SDIs. The different SDI 
actors and entities as well as their interactions during the SLA negotiation process are identified. 
Furthermore, the SDI-specific elements of SLAs are illustrated. Finally, some important technical 
constraints are discussed. 
 

Actors and Entities 
The overall activity in SDIs is the retrieval, portrayal and processing of geospatial data through 
interoperable web services above organizational boundaries. Most SDIs implement the publish-
find-bind pattern in which three different actors could be identified: service provider, service 
broker and service consumer (Massuthe, 2005). 
 
The service provider publishes his services to a service broker. The service broker manages the 
service registry and helps service consumers to find service providers. The service consumer 
performs service discovery operations on the service broker to find adequate service providers 
(according to functional or non-functional service requirements) and finally uses the provided 
service metadata to bind to a service. 
 

 
Figure 22: SLA within a publish-find-agree-bind pattern 
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These SDI actors are able to realize and offer different service qualities. The service provider offers 
for instance specific web service functionality, the data provider specific data quality and the 
infrastructure provider specific infrastructure reliability. Since the service usage should be 
performed under the terms of a previously concluded SLA, the basic publish-find-bind pattern now 
must be enhanced to with an 'agree' phase in which the service consumer and the service provider 
agree to certain service qualities and service usage costs. The Figure above illustrates the 
identified roles and shows a publish-find-agree-bind pattern could be implemented. 

7.4. Potential SLA elements for SDI services 
(source: Towards Service Level Agreements in Spatial Data Infrastructures 
Bastian Baranski, Bastian Schäffer, con terra GmbH, Martin-Luther-King-Weg 24, 48155 Münster, 
Germany) 
 

A SLA consists of several distinct parts. The context part is very generic and not necessarily special 
in the SDI context. The service part contains a service reference, some additional domain-specific 
information about the service and a set of domain-specific measurable and exposed properties 
associated with the service. The reference to the service could simply be implemented through 
the definition of an URL to the SDI service. The most challenging aspect in defining the content of 
SLAs in SDIs is the definition of the domain-specific information and the definition of the 
measurable and exposed properties of SDI services. Since current SDIs are mostly based on 
common web services technologies, the potential SDI service properties could be differentiated 
into functional and non-functional web services properties. 
 
 

Functional Service Properties 
Depending on the service type - for instance if the service is responsible for data portrayal or data 
processing - the following important functional properties could be identified. The Supported 
Standard describes whether a web service is compliant to a specific version of an OGC standard. 
The Supported Operations describes which (optional) operations of the specified standard are 
implemented. The Supported Formats describes the data encoding formats that are supported. 
The Supported Layers describes the geographic layers that are offered. The Offered Algorithms 
describes the algorithms that are offered. 
 

Non-Functional Service Properties 
Non-functional service properties are often referred to as Quality of Service (QoS). It is defined by 
the International Telecommunications Union (ITU) as ”the collective effect of service 
performances, which determine the degree of satisfaction of a user of the service” (ITU, 2001) and 
it ”is characterized by the combined aspects of service support performance, service operability 
performance, service integrity and other factors specific to each service” (ITU, 1994). The quality 
aspect of geospatial data has been widely examined, mostly with a focus on data accuracy 
(Subbiah, 2007) and its fitness-for-use in an application context. But a data-centric definition of 
quality in SDIs is limiting and does not encompass the dynamic aspect of online access, processing 
and dissemination of geospatial data and services (Onchaga, 2003).  Furthermore, legally bindings 
such as INSPIRE define specific requirements to supported functionality and provided QoS. 
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Considering common QoS attributes for web services (Lee et al., 2003) (Ran, 2003), geospatial data 
(Subbiah, 2007) (Donaubauer et al., 2008) and geospatial services (Onchega, 2004), the following 
classification of non-functional service properties for geospatial services could be identified. 
 

Runtime Related Properties - The Performance of a web service could be measured in terms of 
Response Time, Latency, Throughput, Transmission Delay and Processing Delay. The Availability of 
a web service describes whether a web service is present and ready for use without a measurable 
delay in a given time interval. The Accessibility describes whether a web service is capable of 
processing a request. The Capacity defines the ability of a web service to handle a minimum 
number of simultaneous requests in a given time interval. The Scalability of a web service 
represents the capability of increasing the computing capacity on-demand to process more 
requests in a given time interval. The Reliability describes whether a web service is capable to 
perform its required functions under stated conditions for a specified time interval. The 
Robustness (sometime referred to as Flexibility) represents the degree to which a web service can 
function correctly even in the presence of invalid, incomplete or conflicting input data. The 
Accuracy represents the mean error rate produced by a web service.  
 

Data Related Properties - The Covered Area describes whether the delivered data covers a 
defined area. The Accurateness describes the fitness for using the delivered data in certain fields 
of application. The Resolution refers to the amount of detail that can be determined in space or 
time. The Completeness refers to the absence of omissions in the delivered data. The Up-to-
Dateness describes whether the delivered data is gathered after a specific date. The Level of Detail 
describes whether the delivered data is available to a certain degree of complexity. 
 

Security Related Properties - The Authentication defines whether service consumers should be 
authenticated. The Authorization defines whether only authorized service consumers should be 
able to access the web service. The Confidentiality defines whether data should be treated 
properly so that only authorized service consumers can access or modify data. The Accountability 
defines whether service providers can be hold accountable for their service provisioning. The 
Traceability (sometimes referred to as Auditability) defines whether it is possible to trace the 
history of a web service when a request was processed. The Data Encryption defines whether the 
communication with the web service should be encrypted. The Non-Repudiation defines whether 
it is possible to ensure that a service consumer cannot deny requesting the web service after the 
fact. 
 

Infrastructure Related Properties - The Computation Capacity describes the available 
computational capacity for processing a request (e.g. the number of CPUs). The Available Storage 
describes the available storage for storing or creating data in the web service hosting 
environment. 
 

Business Related Properties - The Usage Costs refer to the price charged to the service consumer 
for executing a specific operation on certain. In addition to the mentioned properties, some 
Transaction Related Properties (such as the Integrity, Atomicity, Consistency, Isolation and 
Durability of message exchange) are potentially of importance. Furthermore, some of the 
mentioned service properties are fuzzy, overlapping, depending on each other, are convertible or 
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declare same meanings with different measurement units. Although the presented list of non-
functional properties is quite comprehensive, it is not complete. Especially the infrastructure 
related properties could be specified more detailed. An overview about such properties is given in 
the Job Submission Description Language (JSDL) specification (OGF, 2008). 
 

7.5. Requirements on the network / infrastructure 
(source: Towards Service Level Agreements in Spatial Data Infrastructures 
Bastian Baranski, Bastian Schäffer, con terra GmbH, Martin-Luther-King-Weg 24, Münster, DE) 
 

An abstract architecture for the seamless integration of SLAs in SDIs requires components for SLA 
negotiation, service monitoring and SLA status evaluation. This section describes the components 
of the proposed architecture and specifies how the interaction between the components is 
realized. Furthermore, some hints on how to implement the proposed architecture are given. 
 

As depicted in the Figure below, three different domains could be identified. The service consumer 
domain consists of the Service Consumer who interacts with a SDI Client to access the SDI Service. 
Since the SDI services are hidden behind a proxy component (which restricts the service access to 
service consumers who concluded a SLA), the service consumer domain contains a (web- or 
desktop based) SLA Client which enriches the SDI client with SLA capabilities. The service provider 
domain consists of a SLA Proxy, which acts as a Policy Enforcement Point (PEP). The SLA proxy is an 
OGC-compliant proxy component which enriches the SDI service metadata with (SLA) precondition 
elements and decides - by utilizing a Policy Decision Point (PDP) - whether the service consumer is 
allowed to access the SDI service under the terms of the previously concluded SLA. 
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Figure 23: Abstract architecture for the seamless integration of SLAs in SDIs 

 

7.6. The Web Service Level Agreement (WSLA) standard 
(source:  IBM  http://www.research.ibm.com/wsla/)  
 

WSLA is a novel framework for specifying and monitoring Service Level Agreements (SLA) for Web 
Services. SLA monitoring and enforcement become increasingly important in a Web Service 
environment where enterprises rely on services that may be subscribed dynamically and on 
demand. For economic and practical reasons, we want an automated provisioning process for 
both the service itself as well as the SLA management system. It measures and monitors the QoS 
parameters, checks the agreed-upon service levels, and reports violations to the authorized 
parties involved in the SLA management process. 
 
The Web Service Level Agreement (WSLA) framework, our approach to these issues, is targeted 
at defining and monitoring SLAs for Web Services. Although WSLA has been designed for a Web 
Services environment, it is applicable as well to any inter-domain management scenario such as 
business process and service management or the management of networks, systems and 
applications in general. The WSLA framework consists of a flexible and extensible language based 
on XML Schema and a run-time architecture comprising several SLA monitoring services, which 
may be outsourced to third parties to ensure a maximum of objectivity. WSLA enables service 
customers and providers to unambiguously define a wide variety of SLAs, specify the SLA 
parameters and the way how they are measured, and relate them to managed resource 

http://www.research.ibm.com/wsla/
http://www.research.ibm.com/wsla/about.html#wslawsdl
http://www.research.ibm.com/wsla/about.html#Thirdparty
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instrumentations. Upon receipt of an SLA specification, the WSLA monitoring services are 
automatically configured to enforce the SLA.  
 
Relationship of WSLA to WSDL 
A Web Service Level Agreement definition complements a service definition. While a service 
description, e.g. in WSDL defines a Web Service interface, the WSLA specification defines the 
agreed-upon performance characteristics and the way to evaluate and measure them. Thus, WSLA 
complements service description languages, such as WSDL. A WSLA specification provides input to 
the measurement and management system in charge of monitoring the compliance of an SLA. See 
the Figure below.  

 

 
Figure 24: Web Service Level Agreement (WSLA) framework(source: IBM) 

 
Both service provider and service customer may run their own measurement infrastructure and/or 
management systems. Each party may access measured metrics from various sources, e.g. server 
side metrics from the service provider and client-side Quality-of-Service (QoS) parameters from 
the customer. In addition, third parties may be involved in the SLA monitoring and enforcement 
process.  
 
Delegation of SLA-Monitoring Tasks to Third Parties 
 
One or both signatory parties (the customer and service provider that negotiate and sign the SLA) 
may choose to delegate all or a part of the SLA-monitoring activities to third parties. They come 
into play when either a function needs to be carried out that neither service provider nor 
customer wants to do, or if one signatory party does not trust the other to perform a function 
correctly. These third parties are called supporting parties and are defined in the WSLA along with 
the signatory parties of the SLA. Supporting parties are sponsored by either signatory party or by 
both of them. Supporting parties can act in any combination of the following roles:  

 A Measurement Service implements a part or all of the measurement functionality 
required by one or both signatory parties.  

 A Condition Evaluation Service implements functionality to compare actual values against 
the agreed-upon thresholds for all or a part of the obligations defined in an SLA.  

 A Management Service implements functionality to carry out the management actions of a 
signatory party once an obligation has been violated.  
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Figure 25: WSLA Measurement, Condition Evaluation and Management  service  (source: IBM) 

 

Structure of a Web Service Level Agreement 
 
The Figure below illustrates the typical elements of an SLA with signatory and supporting parties. 
There are many variations of what types of information and which rules are to be included and, 
hence, enforced in a specific SLA.  
 
The parties section, consisting of the signatory parties and supporting parties fields identify all the 
contractual parties. Signatory party descriptions contain the identification and the technical 
properties of a party, i.e., their interface definition and their addresses. The definitions of the 
supporting parties contain, in addition to the information contained in the signatory party 
descriptions, an attribute indicating the sponsor(s) of the party.  
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Figure 26: Typical elements of an SLA with signatory and supporting parties (source: IBM) 

 
The service description section of the SLA specifies the characteristics of the service and its 
observable parameters as follows: For every service operation, one or more bindings, i.e., the 
transport encoding for the messages to be exchanged, may be specified. In addition, one or more 
SLA Parameters of the service are specified here. Examples of such SLA parameters are “service 
availability”, “service throughput”, or “service response time”. 
 
SLA parameters are composed of (composite) Metrics, which, in turn, aggregate one or more 
other (composite or resource) metrics, according to a measurement directive or a function. 
Examples of composite metrics are “maximum response time of a service”, “average availability of 
a service”, or “minimum throughput of a service”. Examples of resource metrics are “system 
uptime”, “service outage period”, “number of service invocations”. 
 
Measurement Directives specify how an individual metric can be accessed. Typical examples of 
measurement directives are the uniform resource identifier of a hosted computer program, a 
protocol message, or the command for invoking scripts or compiled computer programs.  
 
Functions specify how a composite metric is computed. Examples of functions are formulas of 
arbitrary length containing average, sum, minimum, maximum, and various other arithmetic 
operators, or time series constructors. For every function, an evaluation period is specified. It 
defines the time intervals during which the functions are executed to compute the metrics. These 
time intervals are specified by means of “start time”, “duration”, and “frequency”. Examples of the 
latter are “weekly”, “daily”, “hourly”, or “every minute”.  
 
Obligations, the last section of an SLA, define various guarantees and constraints that may be 
imposed on the SLA parameters: First, the validity period is specified; it indicates the time intervals 
for which a given SLA parameter is valid, i.e., whether it is allowed to apply constraints at all. 
Examples of validity periods are “business days”, “regular working hours” or “maintenance 
periods. We deliberately chose that validity periods are always specified with respect to a single 
SLA parameter, and thus only indirectly applicable to the scope of the overall SLA. The predicate 



 

Customer: JRC - Ispra 
Specific Agreement N. 5719.00 Page 109 of 119 

Authors: Matteo Villa, Fabio 
Cattaneo 

Status for the invocation of INSPIRE Spatial Data 
Services 

Last update: 20/04/2011 

 

SPECIFIC CONTRACT No.3263 UNDER F.C. No.DI/06760 

specifies the threshold and the comparison operator (greater than, equal, less than, etc.) against 
which a computed SLA parameter is to be compared. The result of the predicate is either “true” or 
“false”. 
 
Actions, finally, are triggered whenever a predicate evaluates to “true”, i.e., a violation of a 
guarantee has occurred. Actions are e.g., “sending an event to zero or more signatory and 
supporting parties”, “opening a trouble ticket or problem report”, “payment of penalty”, or 
“payment of premium”. 
 

 

 
 

Figure 27: WSLA Services and their interactions (source: IBM) 
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7.7. SLA aggregation 
 
(source: Aggregation of Service Level Agreements in the Context of Business Processes - Tobias Unger, 
Frank Leymann, Stephanie Mauchart, Thorsten Scheibler - University of Stuttgart - Institute of Architecture 
of Application Systems (IAAS) - Universitatsstrasse 38, 70569 Stuttgart, Germany) 

 
Companies realize more and more that the flexibility of business processes is one of the most 
important success factors for their business. The paradigm of Service Oriented Architectures (SOA) 
allows the recursive aggregation of services into comprehensive business processes. Its modular 
approach provides the capability to easily replace one service with another service that offers the 
same functionality; this is mainly supported through well-defined service interfaces and service 
virtualization. The loosely coupling of components foster the reuse and outsourcing of services. 
This helps coping with the increased tendency of companies to focus on their core competency 
and the outsourcing of remaining business processes to a service provider. Service provider and 
service consumer agree on Service Level Agreements (SLA) that defines the behavior and quality of 
the non-functional properties of the involved services. When a single service is made up of several 
services then their corresponding SLAs have to be aggregated into a single SLA that represents the 
single service. 
 
SLAs are particularly important in Business Process Outsourcing (BPO) scenarios (see figure below), 
where an enterprise reduces the focus on its core business and outsources supporting processes 
to other companies specializing in this area. For example an insurance company may decide to 
outsource its human resource management processes to an HR company. When doing so, the 
insurance company obviously has certain needs and expectations regarding the non-functional 
properties of the services that the HR company provides. The HR company in turn that needs to 
provide the appropriate SLAs for the individual business processes needs to know the capabilities 
and limits of the services that make up the different HR processes and therefore must aggregate 
the SLAs of those services. 
 

 
Figure 28: Business Process Outsourcing (BPO) scenarios (source: University of Stuttgart) 

 
SLA aggregation is even more important for those cases where BPO involves two or more stages, 
e.g. the HR management company itself outsources business processes, such as the salary 
accounting process to another company. If for example the salary accounting company 
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reorganizes its internal business process which results in a change to their offered SLA, the SLAs 
offered by the HR company needs to change as well. The example shows that a service provider 
must take into its consideration the simple fact that it is also responsible for services that it 
obtains from some other service provider and that it must adapt its own SLAs if the SLAs of other 
consumed services changes. This example illustrates the necessity to be able evaluate an SLA of a 
composed service before it is put into production. 
 
Web services are the technology commonly accepted for implementing SOA applications. The Web 
Services Business Process Execution Language (WSBPEL or BPEL in short) is the de facto standard 
for composing Web services into a business process; the business process itself is made available 
to the outside as a Web service. Hence, from a technology point of view BPO scenarios are mostly 
realized using Web services. The SLA of a Web service that represents a business process needs to 
be calculated by aggregating the SLAs of the Web services that the business process invokes. There 
is no unique way of aggregating SLAs; the way of aggregating is mandated by the company’s 
needs. Therefore the framework has to cope with this situation and must support different 
aggregation algorithms. Taking this as the basis a framework for aggregating SLAs within business 
processes can be provided. The framework would consist of two parts: (i) a formal model for SLAs, 
and (ii) an approach to aggregate SLAs where different aggregation algorithms can be plugged in 
(see figure below). 
 

 
Figure 29: Aggregation framework (source: University of Stuttgart) 

 
 
The following list shows the major requirements that the framework needs to address: 
 
Support of multiple QoS properties 
The number of QoS properties that are attached to services should be unlimited; that means a 
service provider should be able to define its own domain-specific QoS properties. 
 
Ranges in guarantees 
The framework must support the definition of ranges for QoS properties. Since the response time 
of an atomic service can slightly vary because of e.g. the workload of the server running the 
service, a service provider cannot guarantee, for example, a response time of exactly 7s. It could 
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guarantee that an invocation is answered after a time span between 5s and 10s. Composite 
services like business processes which potentially invoke a different set of services for each 
request are even more affected by variations in the QoS properties. 
 
Dependencies between QoS properties 
Service providers should be able to represent dependencies between different QoS properties. 
E.g. the response time of a Web service can change if encryption is used. 
 
User-defined aggregation algorithms 
A service provider should be able to provide its own aggregation algorithms. For instance a 
provider may want to plug in an aggregation algorithm, which considers the runtime behavior of 
the process engine. In fact, some process engines execute parallel branches of a process in 
sequence, which must be considered by the aggregation algorithm. 
 
The University of Stuttgart - Institute of Architecture of Application Systems (IAAS) - analyzed Web 
service standards that deal with the definition and communication of non-functional properties of 
Web services (namely WSPolicy) or the negotiation of SLAs between parties (namely WS-
Agreement) and found that they were not abstract enough and decided to develop their own 
method for the aggregation of SLAs within business processes, that is independent of the concrete 
(XML) rendering of these standards. 
 
In the IAAS paper, the aggregation of SLAs is defined for BPEL processes which represent exactly 
one synchronous request-response operation, for which the SLA will be computed. Thus, the 
partner link of the process refers to a portType with a single operation. All Web services the 
process is invoking are also represented by a single request-response operation. Furthermore, we 
assume that there exists only a single port and binding for these services. An SLA is provided for 
every service by the partner. In addition, the aggregated SLA of the process is offered via a single 
port and binding the SLA is referring to. 
 
As contracting of an SLA is out of scope for their paper, they assume that the provider of the 
process has an SLA for every Web service it invokes. Hence, there is exactly one SLA for every 
partner link in the process model except for the partner link which represents the process itself 
resulting out of the aggregation. Furthermore, every SLA the provider has agreed with its suppliers 
contains the same set of service level parameters (SLPs). They do not specify whether an SLA 
aggregated for a BPEL process is attached to the process model, a single instance or to all process 
instances initiated by a certain customer. However, their approach can deal with all those 
scenarios. 
 
The Figure on the next page presents how SLAs are attached to a process. The process uses two 
distinct Web services from two distinct suppliers. Both services are referenced through a 
partnerLink from the process. For simplification the partnerLinkTypes are not shown here. An SLA 
exists for every partner. Each instance of a process can invoke every service multiple times, e.g. 
Partner2 is invoked two times (see next Figure). 
 



 

Customer: JRC - Ispra 
Specific Agreement N. 5719.00 Page 113 of 119 

Authors: Matteo Villa, Fabio 
Cattaneo 

Status for the invocation of INSPIRE Spatial Data 
Services 

Last update: 20/04/2011 

 

SPECIFIC CONTRACT No.3263 UNDER F.C. No.DI/06760 

 
Figure 30: Attaching SLAs to BPEL (source: University of Stuttgart) 

 
Each process begins with a single receive activity and ends with a single reply activity. Hence, the 
process exposes a single request-reply operation. Furthermore every service is invoked using a 
request-reply operation. 
 
In their paper they define a formal model of an SLA, which is used for the aggregation. The Figure 
below shows a graphical representation of this model. The model is limited to the main parts 
necessary for the aggregation. 
 

 
Figure 31: Metamodel of Service Level Agreements (source: University of Stuttgart) 

 
In this document, we will not go into the details of the IAAS approach as it is complex and requires 
extensive explanation. In the area of SOA and Web services, standards play an important role. A 
lot of standardization work has been done or currently is under progress concerning SLAs and QoS 
for Web Services. The main goal of these standard approaches is to describe SLAs and agree upon 
them. Only Web Service Level Agreement (WSLA) provides a model to describe QoS properties and 
SLOs, which is comparable to the model proposed by the University of Stuttgart - Institute of 
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Architecture of Application Systems (IAAS). In WS-Agreement and WS-Policy the definition of 
guarantees is out of scope and domain-specific extensions must be defined. 
 
In their paper, the IAAS present a flexible framework to describe SLAs in a formal way. Especially, 
the model allows the definition of dependencies between distinct SLPs in SLOs and to aggregate 
them within business processes. This model can be applied to multiple maybe domain-specific QoS 
properties. Each of them can be aggregated using a specialized algorithm. Therefore, the 
algorithm can be changed for each property without influencing the other QoS properties. 
Furthermore the framework can cope with user-defined algorithms. 
 
The future research of the IAAS will focus on: (i) improving the existing aggregation algorithms by 
including BPEL features left out in the current version (esp. error, compensation, and termination 
handling, as well as people activities), (ii) examination of the runtime behaviour of different 
process engines in order to consider it during the aggregation, and (iii) extending the current 
approach for coping with more complex message exchange patterns (in their study, they used one 
synchronous request-response operation). 
 
For more details the full IAAS paper can be found in the Bibliography table at the end of this report 
under Reference: Unger, Leymann 2008. 
 



 

Customer: JRC - Ispra 
Specific Agreement N. 5719.00 Page 115 of 119 

Authors: Matteo Villa, Fabio 
Cattaneo 

Status for the invocation of INSPIRE Spatial Data 
Services 

Last update: 20/04/2011 

 

SPECIFIC CONTRACT No.3263 UNDER F.C. No.DI/06760 

8. Conclusions 

 

In this report we have looked at the various web-service technologies that are available for 
distributed computing and applicable within a context of a distributed Spatial Data Infrastructure. 
There are many ongoing developments in this field, particularly with the recent promotion and 
growing adoption of cloud computing on the one side and the ever growing number of spatial data 
infrastructures and spatially oriented services on the other side. 
 
What comes out of the study is that there are a lot of very promising new technologies that are 
becoming available; some of these technologies provide enhancements that would greatly benefit 
distributed computing as a whole and the spatial domain specifically. But these technologies are 
often not fully mature or sufficiently backed up by development tools of larger IT vendors or open 
source communities which make them difficult to recommend as a base technology for a large 
scale public implementation. 
 
SOAP/WSDL and OGC standards seem to remain the “de facto” choice for such large scale 
implementations, it has its drawbacks and perhaps even its weaknesses, but the simple fact that it 
has the largest user base and industry adoption guarantees that any major problem will not go 
unnoticed and even less likely unaddressed. The technology may not evolve as quickly as the more 
recent technologies but it does evolve following (and setting) new standards on a longer term. The 
user base, the standards adoption and the industry backing all work in favour of its robustness and 
for a project such as INSPIRE, this is essential. 
 
The same argument can be used when it comes to workflow management and security, industry 
adoption is a key factor for a large public implementation, in this report we looked at BPEL, a fast 
becoming standard for workflow management and we considered openID as a suitable solution 
for security across a distributed spatial infrastructure. Both these standards are not the only 
options available but again benefit from a large user base and industry backing which make them a 
preferable choice over others. 
 
When it comes to tools, we have seen in this report that the choice is much more open for 
consideration. The fact that technology standards are largely determined, a lot of commercial and 
open source tools are now made available following a strict compliance with these standards. 
There is therefore much more freedom for the selection of adequate tools and the choice will be 
driven largely by the existing IT infrastructure, the budget, the in-house software knowledge and 
the developer resources. Recommendations in the choice of tools may not be necessary but their 
compliance with certain standards may be required in order to preserve interoperability. 
 
By far the most challenging aspect of the INSPIRE Invoke SDS services is the establishment of 
guidelines for the implementation of Service Level Agreements. The fact that the infrastructure is 
distributed and that overall performance largely depends on individual performance of each 
underlying services requires the adoption and enforcement (i.e. monitoring) of clear performance 
indicators formerly defined within SLAs. 



 

Customer: JRC - Ispra 
Specific Agreement N. 5719.00 Page 116 of 119 

Authors: Matteo Villa, Fabio 
Cattaneo 

Status for the invocation of INSPIRE Spatial Data 
Services 

Last update: 20/04/2011 

 

SPECIFIC CONTRACT No.3263 UNDER F.C. No.DI/06760 

SLA aggregation is also needed for flexibility and extendibility as new partners join the network of 
services, specific SLA will need to be seamlessly integrated to the overall SLA without impacting 
other service nodes or triggering new global SLA discussions. The topic of SLA aggregation is a 
complex one and has concentrated much research effort since a few years, particularly with the 
development of cloud computing and IT infrastructure out-sourcing. There is not yet a standard 
way to aggregate SLAs although some efforts address the more common and basic SLA 
aggregation needs; this is the case for example with the Web Service Level Agreement (WSLA) a 
(not yet standard) specification developed and promoted by IBM. 
 
In the case of INSPIRE Invoke SDS services, it might be recommended to agree on a very basic SLA 
with a limited but clear set of indicators in order to set a base layer for future incremental SLA 
specifications and extensions as more standards and best practices become available, particularly 
in the field of aggregation. Laying down a detailed set of implementing rules for SLAs and their 
aggregation could prove to be a time consuming and unnecessary effort at this stage. 
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